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ABSTRACT 

Intrusion Detection Systems and other network security tools 

often provide only text-based output.  Multiple systems are 

employed by network security analysts, which means that the 

analyst is required to focus on and pay attention to multiple 

screens, lists and textual output that these systems provide. Even 

correlation and fusion engines that combine the output of many 

intrusion detection sensors only provide the results in a text form. 

Large-scale networks may include hundreds or thousands of 

individual nodes, making traditional network security tools 

cluttered with overlapping icons and connecting lines.  This 

research addresses the problems of visualizing complex network 

security data in a manner that addresses both the layout and 

related data problems and cognitive load constraints associated 

with them.  Using Flare, a visualization toolkit for Flex, a rapid 

prototype was built.  This prototype uses distortion techniques 

such as fisheye and bifocal distortion to allow a large-scale 

network to be visualized effectively.  Color matches between 

intrusion detection data and the network map provide a method 

for joining these two types of data together.  A brief evaluation of 

the tool by several computer network security professionals has 

provided the researchers with suggestions for future development. 

 

Note: A demonstration of the tool is available at 

http://www.kinesiology.psu.edu/giacobe/526/hciviz.swf 

Categories and Subject Descriptors 
C.2.0 [Computer-Communications Networks]: General, 

Security and Protection 

General Terms 
Management, Design, Experimentation, Security, Human Factors, 

and Standardization. 

Keywords 
Network Security, Large-Scale Networks, Visualization. 

1. MOTIVATION AND REVIEW OF 

LITERATURE 
Computer Intrusion Detection and Network Security are often 

managed by multiple, unrelated systems.  Their displays are 

commonly text and list-based outputs.  Individual alerts from 

these systems are often low-level and are uncorrelated.  Visual 

representations of computer networks are available from a variety 

of vendors, but they often do not scale well for large network 

implementations.  Limitations of these systems result in a data 

overload problem for the network security analyst, referred herein 

as the “analyst”.  As new systems are devised to address these 

concerns, understanding the cognitive capabilities of the analyst is 

paramount in the system design rationale and in design 

implementation choices. 

 

Intrusion Detection Systems (IDSs) such as the open source 

freeware application, Snort [1] and commercial solutions like 

Cisco’s IDS suite of products [2], often provide IDS alert data in 

list format.  These lists can be extremely long and tedious to 

review for the analyst.  Additionally, the analyst is left to his own 

to match up the data in these alerts with some image of the 

network to understand physical locations, logical connections, 

users involved and other pertinent information.  Simple sorting of 

alert data by source, IP address, method of attack and other 

column headers is insufficient to building true situational 

awareness. 

 

There are several commercially available systems that provide 

computer network status updates on a map.  These are primarily 

SNMP monitoring systems similar to Castlerock’s SNMPc [3].  

Individual network nodes are placed on the map by the user in a 

logical or connection-based view.  As networks become larger 

scaling becomes a major issue.  The act of adding new network 

locations on the map is manual in most cases, so adding hundreds 

or thousands of nodes is time consuming.  Generally icons overlap 

and occlude each other.  Lines that connect different nodes 

together become lost in a tangle of lines between nodes.   The 

color of the node is generally related to the nodes status, with 

green meaning “active” or “responding to SNMP queries” and red 

meaning “down” or “not responding”.  Finally, there is no 

relationship between the SNMP map and other network systems 

such as IDSs, antivirus, software updates and other such systems. 

 

Proposed systems in the current literature are focused on visual 

representations of the traffic, rather than displaying the nodes.  

Connection oriented displays show the relationship between a 

specific host and other computers that are or have connect to it 

similar to what is reported in [4], [5] and [6].  While these 

systems do an excellent job of displaying data related to a single 

host, they do not attempt to represent networks of hosts and 

certainly will not scale to the large scale environment of a large 

campus or organization.  Representation of larger scale networks 

abandon the attempt to visualize the network itself, and attempt to 

visualize the traffic instead such as in [7]. Treemaps appear to be 

prominent methods of display of data, dividing up the total 

representation into smaller subunits to identify source, destination 

or type of traffic.  [8] shows network traffic in a time series by 

port number display.  This method shows the commonly used 

traffic and ports and easily identifies the outliers. 

 

[9] provides a network diagram in combination with threat data.  

The network diagram in the center of the display provides the 

“where” component, while a ring of data points on the 



circumference of the display provides an understanding of the 

threats that occurred, or the “what” component.  Finally, a history 

of events is represented in multiple “what” layers in concentric 

circles moving outward from the center to show “what” happened 

over time, or “when”.   However, as the network scales to larger 

sizes, it is obvious that a display of this format will quickly 

become cluttered with icons and connecting lines. 

 
Figure 1 - Representing What, Where and When on a Network 

Diagram from Foresti, et al. (2008) 

 

While any of these systems can display some kind of visualization 

of the low level network data, to reduce the information overload 

of the analyst, some kind of pre-processing of the data is required.  

Correlation engines such as INFERD [10] can assist by 

combining multiple, related alert data into a single track.  These 

tracks can be handled by the analyst as a single event of multiple 

components.  The components of a track could include a number 

of different IDS alerts that have been correlated by a source, a 

destination, an attack method, identified as steps of a multiple-

stage attack or other similar criteria.  A system that combines the 

different alert data into a single event or track reduces the 

information overload problem. 

2. COGNITIVE DESIGN CONSTRAINTS 
Various factors contribute to the Cognitive Load [11] of the 

analyst. First, intrusions that the analyst needs to attend are 

embedded within a large number of low-level threats and non-

events. Monitoring a high number of events, each of which having 

a low probability of being associated to true alerts, may lead to 

fatigue. Analysts also take breaks or are required to pay attention 

to interruptions from other tasks. Because integrated network 

security tools are expensive and uncommon, analysts interact with 

several different tools simultaneously, hence attending to more 

than one screen or program at a given time. These demands from 

multitasking and split-attention lead to high cognitive load. 

Essentially, the analyst needs to associate multiple security alerts 

into a combined mental picture.  These correlations are described 

herein as “attack tracks” and may be related based on their 

sources, destinations, methods or other factors.  It is important for 

the analyst to visualize which nodes in the network may be related 

to that attack track. The design of this visualization is aimed at 

facilitating the analyst with this task while reducing the cognitive 

load related to this task as much as possible.  

 

Presenting relevant information with a network visualization 

would be a significant improvement over tools that provide raw 

text.  As described in the review of literature, current and common 

systems rely upon only lists of alert data that must be reviewed by 

the analyst.  Additionally, there is the opportunity to provide 

additional data beyond intrusion detection alert data that is 

presently available.  Pertinent data from system health, anti-virus, 

access control, server logs and other similar sources can also be 

provided in a graphical format with low cognitive overhead as 

compared to list and text formats currently available. 

 

Our overall design approach follows Shneiderman’s mantra – 

Overview, zoom, filter and details on demand [12]. Our network 

topology has a spatial arrangement that is similar to the 

geographical topology of nodes in the network so that the external 

representations in the visualization match with internal mental 

representation in the analyst’s memory [13]. The advantage of 

matching the layout of the network on screen to what is familiar to 

the analyst (the true physical locations of the buildings on the 

campus), is that it is cognitively less intensive that other models 

proposed in the literature and in use in current applications.  

 

The symbol representing every node in the network is fixed, and 

represents the administrative unit that it comes under. Nodes in 

the network are assigned the same color as that of the attack-

tracks that associate to them. The analyst has the flexibility to 

demand a specific focus of interest in the visualization. The 

analyst may select an administrative unit as a focus of interest, or 

an attack-track of interest.   As a user selects a particular symbol 

or attack track, the display modifies itself resulting in those nodes 

becoming larger and more visible as compared to the other, non-

selected nodes. 

 

These attributes of a node accordingly guide pre-attentive 

processing. This allows analysts to be aware of specific symbols 

that may be relevant to their interest, before they allocate focal 

attention to that portion of the screen [14].  These features are 

intended to alleviate the analyst from conducting a painstaking 

search for nodes in a screen. Hence, node colors, symbols, and 

sizes, should be able to reduce visual scanning costs and cognitive 

load of the analyst. As a result, the visualization can be 

significantly more convenient for the analyst to develop Level-1 

situation awareness at glance. Level-1 situation awareness refers 

to the perception of elements relevant to the task [15].  

 

A common routine of analysts in the network security domain is 

to identify how their nodes are affected by specific attack-tracks, 

and then investigate about the possibility and implications of 

other administrative units in the network being affected by the 

same network track. Level-1 awareness is essential in being 

notified about ongoing events. Level-2 awareness is associated to 

comprehending the structure of the attack-track.  Level-1 

awareness in addition to the visual information about the 

association of attack-tracks with various nodes in the visualization 

guides comprehension Level-2 awareness.  Although, our 

visualization design is not specifically designed to support Level-

3 awareness (projection), aiding the analyst for developing 



situation awareness at the first two levels is a pre-requisite for the 

analyst’s own projection capabilities. 

 

As the network layout is large, the interface allows for two 

adjustable views that basically expands the region of interest, and 

collapses other regions of the network. The two adjustable views 

are bifocal distortion [16] and fisheye [17].  

 

A fisheye view would show a decrease in scale as we move away 

from the focal point whereas the bifocal distortion is compressed 

uniformly in both the X and Y directions, as shown in Figure 2.  

 

 

  

 
Figure 2. Top: Bifocal distortion - Bottom:  Fisheye View  

Images from [18] 

Fisheye and bifocal distortion views are user options, and the 

region of focus is decided on the basis of mouse movement. 

Nodes in the network, not in the current focus of interest, can lead 

to irrelevant elements entering the working memory; Filtering out 

these stimuli may lead to delayed switch times although this may 

differ from individual to individual (Ophir, Nass et al. 2009).  

Hence, the fisheye and bifocal views help in filtering out 

distractions. These techniques can help in reducing precious space 

that is required for a fine display of elements pertinent to the user. 

 

3. SYSTEM OVERVIEW 
In this section we will provide a theoretical and technical 

overview of the system that we have designed.  

3.1 Interface Requirements 
Based on the prior literature a set of design requirements were 

developed that formed the basis of the system.  

 

Interface Requirement Theoretical Foundation 

Zoom in on Administrative 

Units or Attack Tracks of 

Interest 

Overview, Zoom 

Fish-eye and Bifocal 

distortions 

Zoom 

Get details of Administrative 

Units and Threats 

Details on Demand 

Represent threats with different 

colors so overview of network 

can be seen with just a glance 

Pre-attentive processing 

Nodes on network diagram 

match geographic locations 

External representations match 

with internal mental 

representations 

View Current state of 

individual and entire network 

with only a glance 

Supporting multi-tasking 

 

Based on these design requirements a functional prototype was 

created which would serve as an initial test bed for the system. 

3.2 Working Prototype 

3.2.1 Data Set 
For the working prototype a realistic data set was used so that 

analysts would be more likely to adapt to a familiar landscape. A 

list of real network locations (buildings and connections to the 

Layer 3 Backbone) at the University Park campus of the 

Pennsylvania State University was obtained. Each data point 

represents a layer 2 local area network connection to the layer 3 

campus IP Backbone.  The local area network could be a switch 

with a computer or two attached, but is often a medium-to-large 

sized multi-switch LAN, segmented from the backbone by a 

departmentally-controlled firewall.  While some backbone 

connections are aggregation points for multiple buildings, the 

majority are for a single department/organization in a single 

building.  The locations of each data point represent 

approximations of their actual geographic location on campus 

using the grid coordinates of the building location from the 

campus map.  To make sure that buildings with more than one 

location did not have multiple symbols occluding each other, a 

random offset was applied to the grid coordinates of each 

network. To de-clutter the display, all central services networks 

were removed from the data set, eliminating organizations that 

had a high number of network locations all over campus, such as 

Information Technology Services (ITS), Housing and Foods 

Services (HFS) and the Office of Physical Plant (OPP). 

 

Actual intrusion detection alert data was not available for these 

networks, so some sample data was artificially generated and 

added to the system. Additionally for the privacy of the Network 

Administrators, their names and contact information were also 

simulated. 

 

3.2.2 Development 
For the working prototype Adobe Flex 3.0 

(http://www.adobe.com/products/flex/) was used for both front 

end and back end development. Using Adobe Flex allowed quick 

and iterative prototypes which looked good and had all the 

necessary interactions. Additionally it permitted final deployment 

of the prototype as a web-based application for easy evaluation.  

 

For the visualization aspect of the system the open-source Adobe 

Flex plug-in, Flare Visualization Toolkit (http://flare.prefuse.org) 

was used. Flare is based on a widely used java toolkit called 



Prefuse (http://prefuse.org). Although Flare was initially designed 

for use in ActionScript only environments, it was easily adapted 

to be used inside Flex. This plug-in also had several built-in 

functionalities to perform visual distortions like fisheye and 

bifocal distortion. 

 

3.2.3 System Walkthrough 
This section will be a walkthrough of an example situation for 

which an analyst could use this application. This will provide a 

general idea of the potential uses for our system and its 

functionality. 

 

Jim Fenner is a Network Administrator for the College of Arts & 

Architecture at The Pennsylvania State University. Jim’s day-to-

day responsibilities include monitoring the network to make sure 

that it is running without any problems, maintaining the 

computers in the labs, and helping the professors and graduate 

students with any technical issues. It is often the case that Jim 

spends very little time in his office during the day because he has 

so many other things going on, but he is still expected to maintain 

awareness of what is going on his network. Due to his widely 

varied responsibilities, Jim uses a tool that allows him to see the 

state of his network and other networks on campus (Figure 3). Jim 

often leaves this visualization up on its own monitor all the time 

so he can pop in and check things out quickly. 

 

 
Figure 3: Network Visualization Tool 

 

 Since Jim is mainly concerned with his department’s network, he 

decided to use the zoom and distortion features to have it so his 

network is clearly visible from the other networks all the time. In 

order to do this, he selects his organization from the column on 

the left, turns on bifocal distortion and leaves his curser in the 

general (geographic area) of where his network is (Figure 4).  

 
Figure 4: Network tool zoomed in on Jim's network 

 

When Jim stops back in his office to pick up something for 

another job, he glances over at the network security tool and 

notices that there are some new problems associated with his 

network. Jim uses the color codes and matches them to the threats 

(in the right panel, Figure 5). After he reviews the problems in the 

track data, he sees that most of them are nothing much to worry 

about, but there is one that needs his attention. Jim sees that a few 

of his computers are getting attacked by an IIS Buffer Overflow 

attack that he had not previously seen.  He reviews the track data 

and discovers that a new patch has been released by Microsoft this 

past Tuesday.  He is unsure if his servers received this patch 

already, so he takes action to manually apply the patch.  

 

 
Figure 5: Getting More Information on the Attack Tracks 

 

After seemingly rectifying the situation, Jim goes about his other 

duties, but when he comes back to his office, he sees that the same 

problem is still going on. Jim looks closely at the track and the 

network diagram and realizes that the same problem is occurring 

on some of the servers in another College. Jim selects the affected 

network from the left panel and zooms over there to get the 

contact information of the Network Administrator (Figure 6). Jim 

does not recognize the name, but writes down the phone number, 

and gives the other analyst a call. After talking for a couple of 

minutes, the two figure out that if they block a particular type of 

packet with their firewalls, they will be able to easily rectify the 

situation. After making the firewall changes, Jim puts his network 

visualization tool back in its normal configuration and gets back 

to his other duties.  



 

 
Figure 6: Details of Network Node 

 

This story presents one example of how this tool can be used as a 

decision aid for a very busy analyst. The features in this system 

allowed for Jim to get a quick idea of what is going on in his 

network and all the information that he needs in order to 

collaborate with other administrators. Additionally the colors and 

abilities to zoom allowed for him to understand what was going 

on in his network with on a glance and in between his other 

responsibilities. 

 

4. Evaluation 
An informal user study was conducted to test the overall usability 

and understanding of the system. The studies were conducted as 

modified think-alouds and participants were recruited who had 

good understandings of the various aspects of network security.  

 

We conducted a total of 4 evaluations with 3 analysts and 1 

computer programmer. In each of the sessions the participants 

were asked to go through the system, identify the different 

components what they thought the component was supposed to 

do, and then complete a basic task. After the task was completed 

the participants were asked to provide comments about their likes 

and dislikes regarding the system.  Participants were encouraged 

to provide open feedback for future additions and modifications to 

the system that would make their jobs easier.  

 

From these evaluations, 3 major issues were identified. The first 

issue that seemed to confuse some of the participants was the 

mappings of the symbols on the display. Since there was no 

indication that this was a representation of their geographic 

locations the participants figured that they were just arbitrarily 

located on the scatter plot, or that the location of the icon was 

related to some kind of X-Y scale. Another problem was with 

some of the interaction mechanisms. Some of the participants 

found turning on and off the distortions to be very difficult and 

aggravating. Additionally, when the user had selected one of the 

distortion views, they found the mouse handling to be very 

inaccurate and oversensitive, which made focusing in on one 

symbol very difficult. Finally there were some animation issues 

that the participants found annoying. Particularly that when 

switching between foci (using the organizations or the attack 

tracks), some of the participants did not notice that anything had 

changed. The system was designed to have a very fluid animation, 

which may have made the changes not noticeable enough. 

5. Future Work 
This work is in its early stages and a number of issues will need to 

be addressed before additional evaluations will be performed. 

 

To address the concerns of failure of end users to intuitively 

understand layout of the icons on the display (the map), some 

cues will have to be developed.  This could be in the form of the 

icons being displayed on top of an image of the actual campus 

map, labeling the display with the words “Campus Map”, or 

adding map-like icons such as compass, or other such symbols.  

Also, removing the X-Y coordinate scales would reduce 

confusion by eliminating the question of the meanings of those 

scales. 

 

In terms of color and transparency, more work can be done to aid 

in focus and pre-attentiveness.  The evaluators did not notice the 

size increase/decrease as much as was expected.  Increasing the 

size of the icons even more would not have resolved this issue.  

Therefore, reducing the clutter of the display by making the 

blue/not in focus icons could be achieved by making icons not in 

focus more transparent.  Additionally, choosing a color for the 

unaffected icons other than the strong color of blue would make 

them appear more associated with the background instead of 

being more prominent.  This would also leave the strong color of 

blue to be used as a primary focus color.  A possible choice for 

unaffected networks/icons would be a grey or tan or other neutral 

color close to the background color. 

 

Additional work needs to be completed in terms of integrating 

intrusion data.  The example provided only gives four attack 

tracks.  However, it is more realistic to have tens or hundreds of 

attack tracks.  While this is significantly less than the hundreds of 

thousands of individual alerts that the intrusion detection system 

would likely output, the current system does not address this need 

effectively.  As the right-hand pane fills with additional tracks, 

there remains a question as to how to effectively display and 

manage this number of details.  Additionally, mapping attack 

tracks to the network icons by color will become more difficult as 

the number of tracks/colors increases.  Anticipated methods to 

deal with these issues are the use of fisheye menus [19] to handle 

scrolling through a long list, and mapping of only 5-8 primary 

colors to the 5-8 tracks that are currently in focus.  There is also 

an outstanding question about how to deal with the likely 

possibility of one node being involved with multiple tracks 

simultaneously. 

 

Finally, the current system has placeholder graphics across the 

bottom of the display.  These graphics will need to be replaced 

with appropriate visualizations of pertinent network security data. 

 

6. Conclusion 
This work was to create a network security visualization tool.  The 

tool addresses the high cognitive load issues that face network 

security analysts by reducing cognitive load and increasing 

situational awareness.  The visualization was created using the 

Flare toolkit for Flash and rapidly displays the data with multiple 

distortion techniques to include bifocal and fisheye distortions.  

To reduce cognitive load, the network icons are color coded to 



match the correlated network intrusion alert data on the side 

panel.  Using color and symbol matching, it is easy for an analyst 

to match up details from different parts of the system.  Additional 

work on this early prototype will be guided by the feedback 

received from the evaluators.  Tools such as this one are important 

to provide better situational awareness and reduced cognitive load 

as compared to the current, text-based alternatives. 
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