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Abstract
The COst effective COmputing Array (COCOA)1, and its successor COCOA-2,
is a PC cluster used for a wide variety of aerospace applications. COCOA is a 50
processor Linux cluster of off-the-shelf PCs (dual PII-400s) with 12.5 GB
memory connected via fast-ethernet (100 Mbit/sec) and was built in 1998.
COCOA-2 is a 42 processor rack-mounted cluster (dual PIII-800s) with 21 GB
memory connected via two fast-ethernet switches (using channel bonding). Each
of the clusters has 100 GB of usable disk space. The PCs run RedHat Linux 7.0
with MPI and C++/FORTRAN for parallel programming. DQS is used for
queuing jobs. Owing to the simplicity of using such commonly available opensource software and commodity hardware, these clusters are managed
effortlessly by the research students themselves. The choice of the hardware is
suitable for our applications, which have low communication to computation
ratios. A wide range of complex aeroacoustics and turbulent Computational
Fluid Dynamics (CFD) problems such as unsteady separated flow over
helicopters and ships are being run successfully on these machines. They are
ideal platforms for debugging and developing our research codes. Several
problems utilizing large amounts of memory (2-5 GBs) have been found to run
very well on these clusters and the performance is comparable to some of the
traditional supercomputers. MPI performance on these clusters has also been
extensively tested. Some comprehensive benchmarks have also been run on the
clusters showing their effectiveness at tackling current computational problems.
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1 Introduction
Numerical simulations are playing an increasingly important role in all areas of
science and engineering. With the tremendous growth in the speed and memory
of parallel computers, it is now possible to run many of these simulations in
reasonable time. Aeroacoustic and turbulent flow simulations over complex
geometries are examples of some problems that greatly benefit from this
progress. A sequential computation of such a complicated flow is not possible
due to CPU time and memory constraints.
There are several reasons for using parallel computing over the conventional
single processor computation. Single processor computers have a limited
amount of memory and cannot process data faster than their rated speed (which
is also limited by the current semiconductor technology). Parallel computing not
only allows us to solve problems that do not fit on a single processor machine,
but also allows us to obtain the solution in a reasonable amount of time
(dependant on the size of the problem and the number of processors used). One
can run larger problems than were previously possible and obtain solutions
much quicker.
Commodity computers are getting cheaper by the day. The advent of
inexpensive Fast Ethernet (100 Mbps) networking has made a reasonably large
cluster feasible. For many of our time-dependent four-dimensional problems,
Myrinet networks are not cost effective, since we have a relatively small amount
of communication. Price/performance (or $/Mflop) for these clusters is
considerably better than for an IBM, SGI, or Cray supercomputer (usually a
factor of 10 or better). Also, the maintenance for such a cluster is a lot less
cumbersome than the big computers. Moreover, to get even 50,000 hrs of CPU
time in a supercomputing center is difficult. For running large jobs at a
supercomputing center, one has to often wait for days in queue before the job
can run. COCOA offers more that 400,000 CPU hours annually and requires
little or no wait.

2 Parallel Flow Solver
PUMA stands for Parallel Unstructured Maritime Aerodynamics2, 5, 6. It is a
computer program for the analysis of internal and external, non-reacting
compressible flows over arbitrarily complex 3D geometries. It is written entirely
in ANSI C using MPI (Message Passing Interface) libraries for message passing
and hence is highly portable giving good performance. It is based on the Finite
Volume Method (FVM) that solves the full three-dimensional Navier-Stokes
equations, and supports mixed topology unstructured grids composed of
tetrahedra, wedges, pyramids and hexahedra (bricks). PUMA may be run so as
to preserve time accuracy or as a pseudo-unsteady formulation to enhance
convergence to steady-state. It uses dynamic memory allocation, thus problem
size is limited only by the amount of memory available on the machine. It needs

582 bytes/cell and 634 bytes/face using double precision variables (not including
message passing overhead). PUMA implements a range of time-integration
schemes like Runge-Kutta, Jacobi and various Successive Over-relaxation
Schemes (SOR), as well as both Roe and Van Leer numerical flux schemes. It
also implements various monotone limiters used in second-order computations.
Since PUMA was written for very high communications bandwidth, low-latency
parallel computers such as the SGI Power Challenge, IBM SP, Cray T3E and
Intel Paragon in mind, its communication routines did not work well on highlatency Beowulf clusters. A serious communication related problem was
observed with PUMA while running it on COCOA with second-order spatial
accuracy turned on. In this case, each iteration for any large problem (with cells
typically greater than 100,000), took several times longer than the corresponding
run on the PSU IBM-SP2. For larger problems containing more that 500,000
cells, the 16 processor run slowed down dramatically, being even slower than
the 2 processor runs on the same cluster. The cause for this behavior was traced
to a set of MPI_Isend/MPI_Irecv calls, which were used to extrapolate the state
variables from the boundaries of the neighboring processors to achieve secondorder spatial accuracy. In this case too, thousands of very small messages (< 100
bytes) were being exchanged between the processors continuously, which
caused the communication time to increase tremendously due to the high-latency
of the network. This is clearly illustrated in Figure 1 which shows that the
network performance is very poor when packet sizes are less than 1000 bytes.
However, the solution was not trivial, since the algorithm and the data structure
in use did not allow the data to be packed into one large message easily. After
some modification to the routine, a message buffer was implemented which
combined several such small messages into one before starting the
communication. The results were impressive, and a speed-up of anywhere from
10 to 50 was observed depending on the problem size. A comparison of the
performance before and after implementation of this buffer can be seen in Figure
2.

3 Grid Generation
Before any numerical solution can be computed, the physical domain must be
filled with a computational grid. The grid must be constructed in a way to
accurately preserve the geometry of interests while providing the proper
resolution for the algorithm to be applied. The two major categories of grid
construction are structured grids and unstructured grids. Each type of grid has its
own particular advantages and disadvantages. Structured grids are easier to
handle computationally because their connectivity information is stored block to
block. Structured grids are however more difficult to construct and tend to waste
memory with unnecessary cells in the far field. Unstructured grids are more
difficult to handle computationally because their connectivity is stored for each
node. Unstructured grids, however, tend to be easier to construct and do not
waste memory in far field cell resolution. One of the most important advantages

of unstructured codes, however, is that the codes can be much simpler and easier
to maintain and debug. The unstructured grids created around the geometries
studied in this research, were generated using Gridgen3 from Pointwise
Corporation or Vgrid from NASA Langley4.

Figure 1. Transfer rate versus packet size for different number of processors.

Figure 2. Comparison of PUMA performance before and after implementing the
buffer.

4 COCOA and COCOA-2
The COst effective COmputing Array (COCOA) is a Pennsylvania State
University Department of Aerospace Engineering initiative to bring low cost
parallel computing to the departmental level. COCOA is a 50 processor cluster
of off-the-shelf PCs connected via fast-ethernet (100 Mbit/sec). The PCs are
running RedHat Linux with MPI for parallel programming and DQS for
queueing the jobs. Each node of COCOA consists of Dual 400 MHz Intel
Pentium II Processors in SMP configuration and 512 MB of memory. A single
Baynetworks 27-port fast-ethernet switch with a backplane bandwidth of 2.5
Gbps was used for the networking. The whole system cost approximately
$100,000 (1998 US dollars), with a quad-processor front-end. Detailed
information on how COCOA was built can be obtained from its web-site1.
COCOA was built to enable the study of complex fluid dynamics problems
using CFD (Computational Fluid Dynamics) techniques without depending on
expensive external supercomputing resources.
COCOA-2 is a newly assembled Beowulf cluster at Penn State. It has 21 nodes
each having dual 800 MHz Pentium III processors and 1 GB RAM each. The
cluster has dual fast-Ethernet per node and all the nodes are connected using two
HP-2324 switches with channel bonding. This system is completely rackmounted using SuperMicro 1U nodes. COCOA-2 is very compact and takes up
roughly 25% of the space of COCOA.

4.1 Benchmarks
Since the cluster was primarily intended for fluid dynamics related applications,
the flow solver PUMA was chosen as one of the first benchmarks. Figure 3
shows the Mflops obtained from an inviscid run on a Generic Ship Shape (GSS)
geometry on different number of processors using PUMA. For this case, an
unstructured tetrahedral grid with about 0.5 million cells and a million faces was
used. The problem consumed 1.2 GB of RAM. The benchmark showed that
COCOA was almost twice as fast as the Penn State IBM SP (older RS/6000nodes) for our applications. Figure 4 plots the steady state velocity contours on
the surface of the GSS. The details of this research may be obtained from Modi
and Long5 and Modi6. Figure 5 shows the results obtained from the netperf test
(done using: netperf -t UDP STREAM -l 60 -H <target-machine> -- -s 65535 -m
<packet-size>). This is indicative of the communication speed between any two
nodes. It is seen that almost 96% of the peak communication speed of 100
Mbit/sec is achieved between any two nodes for packet sizes above 1,000 bytes.

Figure 3. Comparison of modified PUMA runs for GSS case on COCOA and an
old version of PSU’s IBM- SP2.

Figure 4. Flow over the Generic Ship Shape (GSS) geometry (483,565 cells).

Figure 5. Mbits/sec versus Packet size between any two nodes on COCOA from
the netperf test.
A set of well-known parallel benchmarks related to CFD were also conducted on
COCOA using the publicly available NAS 1 Parallel Benchmarks (NPB) suite
v2.37 written in Fortran 77. Of the eight tests contained in the suite, five were
kernel benchmarks and the other three were simulated CFD application
benchmarks. There were four different problem sizes for each test: Class“W”,
“A”, “B” and “C”. While class “W” was the workstation-size test (smallest),
size “C” was supercomputer-size test (largest). Figures 6 and 7 show the
performance of COCOA for each of the problem sizes for the LU solver and
Multigrid solver tests, respectively. The larger Class “C” cases show excellent
performance. We are not interested in running small jobs faster, since most of
our applications require millions of grid points.

Figure 6. NAS parallel Benchmark on COCOA – LU solver (LU) test.

Figure 7. NAS parallel Benchmark – Multigrid (MG) test.

5 Applications
5.1 Airwake Simulation on an LPD17 Ship
The increasing use of helicopters on ships presents the need to accurately predict
the behavior of a helicopter when operated in proximity to a ship. The shiphelicopter dynamic interface offers a multitude of challenges. ``Blade Sailing'' is
one of such problems of paramount importance. The blade-sailing phenomenon
is commonly observed when operating a helicopter from a ship deck. In severe
conditions blade sailing may result in catastrophic ``tunnel-strike'' which can
severely damage the rotor blades and also cost lives. These problems occur
during the take-off and landing phases of the flight of a helicopter, when the
centrifugal forces are small. The weak centrifugal force cannot offer enough
resistance to the impulsive lift/drag force that can cause large-amplitude
oscillations of the blades in longitudinal/lateral direction. The problem is
aggravated when operating from a ship deck because of the flow separation from
the sharp edges of the mast, the deck and the hangar. The shedding of vortices
from the edges characterizes the time variation of the flow over the deck. There
is a chance that the shedding frequency will match the angular frequency of the
rotor and excite the blades in resonance. This may amplify the deflections to
such a level that it strikes the tail boom. Keller and Smith8 and Keller9 attempted
to model the velocity distribution over the deck using simple linear models.
They concluded that such simplified models cannot accurately predict the severe
blade sailing observed in practice. This presents the need to obtain the `real'
airwake data either experimentally or numerically.
Until recently, preventive experimental measures have been used to study safety
issues. The idea is to locate the safest regions on the ship deck where
landing/take-off operations should be performed. Thorough experimental
investigations are performed to identify Ship Helicopter Operating Limits
(SHOLs) for each ship-helicopter combination. A helicopter can consistently
operate safely from within a region called safe-operating envelope, which is
bounded by these SHOLs. The process of determining these envelopes is both
slow and expensive. The determination of these envelopes for each shiphelicopter combination may cost between $75,000 - $150,000. Besides, the
SHOLs significantly change with the conditions at sea, and hence the `safe'
envelopes may not necessarily be safe in all conditions. There are various other
problems associated with obtaining experimental data in adverse conditions when the sea is rough, or when it's very windy. Above all, the data obtained in
such conditions cannot be accepted with confidence since there are so many
variables.
An alternative to this laborious process is to numerically obtain the ship airwake
and use that with some dynamic model of a rotor to predict the blade response.
This idea is appealing as it significantly reduces the cost and time. It is timeefficient because once the time-accurate data for the ship airwake is available, it

can be used with any helicopter model to obtain the response in minutes. The
challenge however is to simulate the flow accurately in time. This has motivated
the CFD community to simulate the ship airwake using parallel computers. The
first difficulty is to deal with the complicated geometry of the ship. The biggest
challenge still remains to be the lack of computational power. Even with today's
powerful parallel computers, computationally intensive jobs like these take days
or even months to complete.
COCOA and COCOA-2 were used to get both steady-state and time-accurate
airflow data over an LPD 17 ship. Although it takes about 4 hours on 8
processors of COCOA to get the steady state solution, it takes around 15 days to
get time-accurate data for each set of inflow conditions. This problem is very
computationally intensive and cannot be solved using just a single processor
machine. Figure 8 shows the steady state velocity contours when the wind is
blowing in the positive x direction. The details of this project can be obtained
from Sharma and Long10. There have been some previous11,12 studies related to
ship airwakes at Penn State too.

Figure 8. Velocity contours at the center plane (Y=0) for the 0 deg yaw case
(pseudo steady-state).

5.2 Aerodynamic Noise Prediction using Ffowcs Williams Hawkings (FW-H) equation
Recently, the Ffowcs Williams-Hawkings (FW-H) equation has been used with
permeable surfaces for predicting aerodynamic noise. The application of FW-H
in this manner effectively allows for the inclusion of the quadrupole source
terms inside the surface without performing volume integrations. This has
significantly improved the accuracy of noise prediction for cases where the
contribution from nonlinear interactions in the flow cannot be ignored. This is
typical of highly turbulent flows, for example, high Reynolds number jets and
wakes.

The FW-H equation requires time accurate data on the permeable surface. This
data is usually obtained by solving the Euler/Navier-Stokes equations accurately
in time. Since the FW-H equation uses data from within the FW-H surface, the
outer grid can be made coarse without much loss of accuracy. Unstructured
grids provide great flexibility in distributing the grid in the domain, and hence
can be used to cluster the cells inside the FW-H surface. This feature can be
exploited to significantly increase the computation speed while keeping almost
the same accuracy in predicting aerodynamic noise. This will also permit the
modeling of complex geometries such as helicopter fuselages, landing gear, and
flaps.
The goal here is to test the combination of unstructured grids with the FW-H
equation in predicting the aerodynamic noise. The test case is chosen to be the
flow over a cone. A cone has sharp edges which fixes the separation point. This
makes the flow fairly Reynold's number independent. We use PUMA for
generating the time-accurate flow data. The ultimate aim is to predict the
airframe noise from complex geometries such as landing gear, slats, and flaps.
This work is available as a conference paper by Long, Souliez and Sharma13.
Figure 9 shows the surface grid on which the time accurate data was collected,
and the outer boundary of the computational domain. The data on the inner
cylinder are used to predict the noise anywhere outside this surface, even
beyond the boundaries of the CFD domain. Figure 10 shows the instantaneous
vorticity field in the wake of the cone. Reynolds number of the flow was 50,000
and Mach number was 0.2. Vortices are the sources of aerodynamic noise and
hence capturing them is essential. Figures 11 and 12 plot the Mflop
performance of COCOA and COCOA2 for the cone case (280,000 cells, 380
MB of memory). This is a fairly small case, so the performance is not great
when using lots of processors, but more complex cases will require tens of
millions of grid points, and will achieve good performance.

Figure 9. The surface grid for using Ffowcs Williams-Hawkings aeroacoustic
method

Figure 10. Instantaneous vorticity field in the wake of the cone. Reynolds
number = 50,000 and Mach number 0.2

Figure 11. Performance Comparison of COCOA and COCOA-2 for the
aeroacoustics flow simulation over the cone (280,000 cells).

Figure 12. Performance comparison of COCOA and COCOA-2 for the
aeroacoustics flow simulation over the cone (280,000 cells).

5.2 Aeroacoustics Simulation over a Landing Gear
Configuration
Airframe noise (especially on approach to landing) is becoming an important
noise source, as fan and jet noise is reduced. The noise due to separated flow
around landing gear and flaps can be significant. The landing gear configuration
is an especially challenging test case for which massive flow separation occurs.
This is an ideal case to combine the PUMA flow solver with the FW-H module
that was developed, allowing the far-field noise to be computed13. It is expected
to be broadband noise, making dissipation induced by upwind schemes a critical
issue as well. The grid (Figure 14) uses only 1.96 million tetrahedral cells, and
and can be run using 16 processors. Early estimates indicate that one cycle
(based on a Strouhal number of 0.2) can be completed within 16 days using 20
processors on the COCOA-2 cluster. This shows that enough cycles can be
covered in a couple of months to extract averaged turbulence data as well as
mean acoustic pressure values in the far field. Figure 15 shows the pressure
contours on the surface of the landing gear.

Figure 13. Surface grid for Landing Gear geometry (complete grid has 2 million
cells)

Figure 14. Pressure contours on the Landing Gear (M=0.2)

5.3 Unsteady Flow over Helicopter Fuselage
Among the many types of unsteady flows of interest, none has been more
challenging to computational science than the inherently unsteady flow about
helicopters. The complex exteriors of helicopter fuselages are subject to
separations over the fuselage itself and from a variety or attachments or stores
typically placed on the airframe such as avionics or weapons. Figure 15
illustrates how complex the geometry can be on some helicopters. Figure 16
shows the grid and surface pressure predictions for an Apache.
In addition, the unsteady rotor downwash can significantly alter the fuselage
flowfield. Separated flow from the fuselage or hub impinges on the empennage
and may have significant control consequences. Since the flow around the tail
cannot be predicted ahead of time, helicopter tails almost always have to be
redesigned after the initial flight tests. The fuselage and hub also typically
contribute 75% of the total vehicle drag. Caradonna14 recently surveyed the
most pressing issues for rotorcraft CFD. He identifies rotor-wake interactions as
the most critical, but describes the wide assortment of bluff-body separations on
the fuselage, and the computation of their convection on the empennage, as
among the other major unsolved
issues.
Separation
wakes
impinging on the tail rotor section
have major control implications.
The work of Costes et al 15. is part
of the European HELIFUSE
program and is a very thorough
comparison of CFD calculations of
a EUROCOPTER DGV fuselage
with experimental data. One of
their results is that the laminar to
turbulence
transition
location
hardly affected the predicted
flowfield and fuselage forces. The
prediction of drag remains one of
the more elusive quantities to
predict. Duque and Dimanlig16
were among the first to report on
the numerical computation of an
entire helicopter fuselage when
they simulated the Comanche
fuselage.
Duque
and
Figure 15. Apache Helicopter.
Meadowcraft17 [25] reported the
first unsteady CFD simulation on
the Comanche in 1999 when they
evaluated the flowfield caused by the main rotor pylon.

Figure 16. Surface pressure predictions and grid used in simulating the Apache
helicopter (Ref. 18)
A variety of methods have been pursued that exhibit capabilities in accounting
for the effects of turbulence in a numerical simulation. Three of these
techniques that dominate the majority of research effort are the variety of
turbulence models associated with the Reynolds Averaged Navier Stokes
(RANS) equations, Large Eddy Simulation (LES), and Direct Numerical
Simulation (DNS). DNS requires such large computational resources and is not
expected to serve the practical problems of the engineering community for many
years (if ever). The Large-Eddy Simulation (LES) approach to turbulence
modeling is predicated on the belief that the smallest scales of turbulence are
much more amenable to a universal model than the largest scales. By space
filtering the equations of motion, the flow variables are effectively split into two
parts. The resolvable part contains eddies of a length scale on the order of the
grid cell size or larger and is directly solved by the numerical scheme. The nonresolvable part contains the dissipative scales that are modeled by a variety of
means. The smaller the cell spacing, the more accurate LES becomes. One of
the major problems with LES is the grid resolution required near the wall
approaches that of DNS. Other promising techniques that are related to the
above methods are Detached Eddy Simulation (DES) and Dynamic Large Eddy
Simulation (DLES).
Figure 1719, 20 shows the contours of vorticity magnitude on the ROBIN body in
the plane of the pylon/body intersection for a steady state solution where CD =
0.028 and CL=-0.02. This simulation used 343,000 cells, 700,000 faces, and
926 MB of memory. This case achieved 36 Mflops per processor on COCOA2.

Figure 17. Vorticity contours on the ROBIN body (343,000 cells) in the plane
of the pylon/body intersection for a steady state solution where CD = 0.028 and
CL=-0.02. (References 19 and 20)

6 Other Applications being run on COCOA and COCOA-2
Several other applications are being solved using COCOA and COCOA-2.
Many of these other codes use Fortran 90 combined with MPI. We have used
both the Absoft and the Portland Group compilers on our clusters. We have had
fewer problems using the GNU C compiler (gcc) than using Fortran. We have
implemented a long-range acoustic scattering code on the cluster using
F90/MPI, which is described in Reference 21. This code runs very well on the
clusters, and because of the Cartesian grids can use extremely large numbers of
grid points. We have also been using the cluster for supersonic jet noise
simulations for many years (Ref.22 and 23). These are extremely difficult
calculations since the far-field noise is primarily due to the turbulence in the jet.
So unless the turbulence is computed properly, the far-field noise will be very
inaccurate. We can now predict the far-field noise to within a few dB. Another
application that runs very well on clusters are Monte Carlo methods. Reference
24 describes a Monte Carlo method for simulating detonations, these extremely
powerful explosions can be modeled quite well using Monte Carlo methods.
And finally, Reference 25 describes a method that is 100% parallel, a selfscheduling parallel method to predict helicopter noise using a parallel version of
the Wopwop code.

7 Conclusions
Clusters of workstations can be extremely cost effective for engineering and
scientific computing. There are already about a dozen of these at Penn State,
and many more will be in place soon. While some applications will require low
latency, high bandwidth networks (e.g. Myrinet), there are other applications
(such as the ones shown here) which run quite well on inexpensive fast ethernetbased clusters.
For large, time accurate (four dimensional) simulations,
standard domain decomposition results in favorable ratios of communication to
computations (due to the surface to volume ratio).
In order to meet the tremendous demand for scientists and engineers trained in
using parallel computers, the Penn State Institute for High Performance
Computing Applications (IHPCA) has established a Graduate Minor in High
Performance Computing26,27. Graduate students in any science or engineering
discipline can obtain the Minor. In the future, it will be essential to have experts
trained in their chosen fields, who also understand parallel computing. The use
and performance of commodity-based parallel computers will continue to be an
important aspect of this education.
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