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Process mining techniques are designed to read process logs and extract process models from them. However,
realworld logs are often noisy and such logs produce bad, spaghetti-like processmodels.Wepropose a technique
to sanitize noisy logs byfirst building a classifier on a subset of the log, and applying the classifier rules to remove
noisy traces from the log. The improvement in the quality of the resulting processmodels is evaluatedon synthet-
ic logs from benchmark models of increasing complexity on both behavioral and structural recall and precision
metrics. The results show that mined models produced from such preprocessed logs are superior on several
evaluation metrics. They show better fidelity to the reference models, and are also more compact with fewer
elements. A nice feature of the rule based approach is that it generalizes to any noise pattern since the nature
of noise varies from one log to another. The rules can also be explained and may be further modified manually.
We also give results from experiments with a real dataset.

© 2015 Elsevier B.V. All rights reserved.
1. Introduction

Process mining [1] is a technique that helps to extract process relat-
ed knowledge (e.g., process models) from event logs and exploit it for
further analysis. Event logs record the start and/or completion of various
tasks in a process instance. The processmodels extracted from such logs
using process mining algorithms are called “mined” models, and they
describe the actual behavior of a business process. In the realworld, pro-
cess models have been extracted from logs in healthcare [2–4], local
municipalities [5], semiconductor manufacturing [6], telephone repair
[7], rental agencies [7], etc. In contrast to data mining, where the focus
is on analyzing transaction data (about products, customers, sales,
defects, etc.) to discover patterns and trends, process mining focuses
on a different kind of patterns, i.e., those related to understanding
relationships among activities in a specific business process. An im-
proved understanding of process models through process mining
leads to better decision making.

In process mining, our interest lies in understanding the structure
and behavior of the relationships among activities. By analyzing process
data in the form of actual process execution instances, we can discover
patterns of how activities are performed with respect to one another.
), akhilkumar@psu.edu
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This analysis is very helpful in understanding the evolution of process
models and improving them. It also helps in checking if an actual pro-
cess in the real world (say, a medical treatment process) conforms to
a given process model, and, if not, the extent to which it deviates. Pro-
cess mining and data mining have similar objectives, i.e., to discover
patterns and knowledge from large amounts of data. However, in
data mining the patterns relate to relationships among data values
(e.g., sales are higher in winter than in summer), while in process min-
ing the patterns relate to specific ordering of activities with respect to
one another (e.g., payment occurs after shipment). By discovering and
combining such patterns, process mining techniques are able to gener-
ate complete process models from logs.

As a simple example of process mining, consider the log of a
customer's browsing behavior. By analyzing such a log and building a
process model for it, one can gain a better understanding of whether
the user does single-tasking or multi-tasking among sites, how many
sites she visits in one session, if she revisits the same site(s)within a ses-
sion, does she browse only or interact as well (say, by posting com-
ments, or make purchases), etc. A medical treatment log can be
“mined” to discover a process model that reflects normal procedures.
Deviances from this model (for instance an omitted diagnostic test
prior to surgery) may indicate lapses in treatment.

Real world logs are often noisy because some of their (sub-) traces
are duplicated, incomplete, inconsistent, or reflect some other incorrect
behavior. These problems can result from data entry problems, faulty
data collection instruments, data transmission or streaming problems
and other technology limitations. Traces may be incomplete when
gs— Can log sanitization help to improve performance?, Decision Sup-
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certain events are missed. They could be incorrect because of recording
errors. Further, inconsistencies can arise from naming conventions.
Noise can also appear from transcription errors when events arrive in
the wrong order. Sometimes infrequent correct behavior is also con-
fused with noise. Such behavior usually indicates the execution of
exceptional paths in the process.

Thus, it can often become difficult to distinguish between noise and
low-frequency correct behavior in an event log resulting in a mined
model with less fidelity to the real model. With enterprises maintaining
repositories containing hundreds or thousands of event logs for different
business processes, distinguishing noise in a log from correct behavior is
a major problem.

The initial process mining algorithms were designed for handling
noise-free event logs. But later works proposed algorithms to address
noisy event logs. Agrawal, Gunopulos, and Leymann [8] were the first
to apply process mining to a workflow management system. They pro-
posed a method that automatically derives a formal model of a process
from an event log. Also, they attempted to deal with noise through their
proposed directed graph based algorithm. Noise was introduced by
inserting erroneous activities in the log, not logging some activities
that occurred, or reporting some activities in out of order time sequence.
Hwang and Yang [9] proposed another directed graph based algorithm
for modeling the existing processes automatically by a noise tackling
mechanism to tolerate noise in the log.

Weijters and van der Aalst [10] and Weijters et al. [11] introduced
Heuristics Miner, a heuristic-based approach for process mining that
detects short loops and non-free-choice structures from noisy logs by
considering all task pair dependencies and their frequencies. This
method is based on keeping track of the frequencies of causal relation-
ships between adjacent tasks in a log and deriving a process model
based on these relationships after discarding relationships that occur in-
frequently as errors based on a threshold value. The Genetic Miner
based on genetic principles of mutation and crossover for process
discovery was proposed by Medeiros et al. [12], and they showed by
experiments that it performs reasonably well with noisy logs. It can
also detect non-local relationships that are not explicit in event logs
based on its global search ability. An extensive survey of processing
mining methods appears in [13].

Previous benchmarking studies for evaluating process mining
algorithms have evaluated Heuristic Miner [11], Genetic Miner [12]
and also compared Alpha algorithm [1], and Alpha++ algo-
rithm [14]. Our current work was inspired by these and other efforts;
however, our main focus here is on understanding the extent to
which noise removal or “log sanitization” helps to improve the
mined models.

Here, we first develop benchmark models of increasing complexity
for evaluating the performance of various algorithms on both noise-
free and noisy logs. These synthetic logs are created from a noise gener-
ation model. Next, we test the performance of various algorithms on
these models on two metrics with varying amounts of noise present
in the log. Finally, we train a classifier to mark noisy records in a log
and test the performance of the algorithms on the sanitized logs. Thus,
we can gain insights into the behavior of process mining algorithms
on noisy vs. sanitized logs. To the best of our knowledge this is the
first effort of its kind.

This paper is organized as follows. Section 2 presents the basic
notionsused to represent a Petri net (PN), the concept of processmining
and a framework for processmining research. Section 3 presents bench-
mark metrics and process models, and results for noisy logs. Section 4
startswith a noise generationmodel, and then describes a rule-based al-
gorithm for removing noise from a log to sanitize it. The experimental
setup and results comparing theminedmodels fromnoisy and sanitized
logs with the reference models are discussed in Section 5. Section 6
gives results from a real dataset and Section 7 provides an overview of
related work and limitations of our work. Finally, Section 8 concludes
the paper.
Please cite this article as: H.-J. Cheng, A. Kumar, Processmining on noisy lo
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2. Preliminaries

In this section we discuss Petri nets, process mining and how we
generate a synthetic noisy log.
2.1. Petri net (PN)

A Petri net (PN) is a common tool for graphically and mathemat-
ically modeling the states of concurrent, parallel, asynchronous, and
distributed controls systems, e.g., a process model [15]. PNs are di-
rected bipartite graphs with two types of nodes (i.e., places and tran-
sitions) [15]. Places and transitions are depicted as circles and
rectangles, respectively. The directed arcs are used to connect two
nodes of different types in a PN. The definition and related concepts
of PNs are as follows:

Definition 1. Petri net [15] A Petri Net is a tuple N1 = (P, T, F) where

\\ P is a finite set of places.
\\ T is a finite set of transitions such that P ∩ T = ɸ.
\\ F ⊆ (P × T) ∪ (T × P) is a set of arcs (flow relation).
\\ A place p ∈ P is an input place of a transition t ∈ T if and only if

there exists a directed arc from p to t, i.e., (p, t) ∈ F.
\\ A place p ∈ P is an output place of a transition t ∈ T if and only if

there exists a directed arc from t to p, i.e., (t, p) ∈ F.

As shown in Fig. 1, P= {p1, p2,⋯, p13}, T= {t1, t2,⋯, t13}, and F in-
dicate all arcs that connect places and transitions. The marking (or
state) M1 of a PN is represented by black tokens distributed over
one or more places (see p1 in Fig. 1). A transition t is enabled if
there is at least one token in each input place p, (p, t) ∈ F. If an en-
abled transition t fires, it removes one token from each of its input
places p1, (p1, t) ∈ F and generates one token in each of its output
places p2, (t, p2) ∈ F.

Based on the causal relationships among its elements four basic
structure types of a PN can be classified as sequence (SEQ), parallel
(AND), exclusive-choice (XOR), and iteration (Loop) as illustrated in
Fig. 1.
2.2. Process mining concept and framework

Fig. 2 shows the concept of process mining. Information systems
generate a lot of data that is stored in event logs. Such logs can be
analyzed to detect abnormal behavior such as errors or exceptions in
the form of missing, unexpected or mistimed events. Process mining
techniques aim to extract process models from event logs to gain a
better understanding of the actual process which is often different
from the prescribed process. An event log records traces showing the
sequence of tasks performed for a particular execution of a process
case instance.We assume that every time a single task or activity occurs
only one event is recorded. Sometimes a trace may also show, in
addition to a task, the name or Id of an agent who performs it and a
timestamp. To illustrate how process mining techniques work, an
event log is shown in Table 1. It contains six traces (representing
cases) of a process for obtaining an industrial engineer's license in
Taiwan. From these traces, one could observe that a candidate must
apply for a license (A) and then pass both the “Operations Manage-
ment” (B) and “Quality Management” (C) Exams in any order to pass
stage 1 (D). Subsequently, anyone out of work study, operations
research and ergonomics exams (E–G) must be passed to obtain the
license (H). Process mining techniques are based on such reasoning
with the event logs to build a process model in the form of the PN
model shown in Fig. 3.
gs— Can log sanitization help to improve performance?, Decision Sup-

http://dx.doi.org/10.1016/j.dss.2015.08.003


Fig. 1. Example of a Petri net with different types of process modeling structures.
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Although the algorithms vary widely in their approaches, a frame-
work for understanding process mining algorithms may be broadly
organized along two key dimensions as follows:

D1 Algorithms for noise-free logs (NF) vs. algorithms for mining
noisy logs (N).

D2 Algorithms that consider quality of process models (Q) vs.
algorithms that do not (NQ).

Table 2 summarizes the various algorithms into this framework.
Algorithms such as Alpha [1] and Alpha++ algorithms [14] were de-
signed for noise free logs. They mine a structured workflow model
from a log by identifying sequence, parallel and choice relationships.
Cook and Wolf [16] applied process mining to obtain a model from
event logs in the software engineering context. They described three
methods: based on neural networks, prefix trees, and Markov chains.
Although their Markovian algorithm could deal with sequential
patterns such as Markov chains, it could not suitably handle concurrent
behavior. Later, Cook and Wolf [17] extended their work to the discov-
ery of process models of concurrent processes. They proposed specific
metrics, including entropy, event type counts, periodicity and causality,
for extracting process models from an event stream.

Later algorithms, notably the Heuristics Miner [10] and the
Genetic algorithm [12], were designed for noisy logs. Subsequent
work explored different variations and approaches, and also intro-
duced notions of quality. The notion of quality of a process model
was first introduced by Rozinat and van der Aalst in terms of fitness
and specificity [18]. Fitness or fidelity is the degree to which the
model explains a log, and specificity or precision is the degree to
which a model is specific to a given log. Evolutionary Tree Miner
(ETM) was proposed as an extension of the Genetic algorithm [19].
It combines multiple aspects of quality such as fitness, simplicity,
precision and generalization. The Fuzzy Miner creates hierarchical
models at different levels of detail [20].

The Parikh language-based region miner [21] exploits the simi-
larity between a process model and language models, and builds on
the theory of regions that tries to synthesize a Petri net which can
Fig. 2. Overview of how process mining works.
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reproduce the language as precisely as possible. An Integer Linear
Programming based algorithm is discussed in [21]. The idea behind
the skeletal algorithm of Przybylek [22] is to express a problem in
terms of congruences on a structure, build an initial set of congru-
ences, and improve it by taking limited unions/intersections, until a
suitable condition is reached. A drawback is that the algorithm is
not able to mine nodes corresponding to parallel executions of a pro-
cess. A quality-based process mining algorithm is discussed in [23].
This algorithm creates a block structured model based on 6 struc-
tures: sequence, parallel, choice, loop, self-loop and optional task/
block to maximize quality for a given noise level in a log. For more
details on various process mining algorithms, see [13].
3. Benchmark metrics and process models

Our general approach in this paper is to generate noisy logs from
reference process models and then mine process models by applying
process mining algorithms to both the noisy log and the sanitized
version of the same log. By comparing the discovered models from
these two logs with the original reference model we can understand
the effect of sanitization on the noisy log. Hence, we need metrics to
compare the similarity between any pair of process models. In the real
world we might not always have a reference model, in which case we
can evaluate a model by its own metrics of quality and correctness as
discussed in Section 5. Nevertheless, by assuming that a reference
model is available, our approach still allows us to determine the extent
to which sanitization can help to improve the process mining perfor-
mance. In addition to metrics, this section also introduces benchmark
reference process models and gives results for noisy logs.
3.1. Benchmark metrics

To determine similarity between two process models, say a reference
and aminedmodel, onemust consider both the behavioral and structural
similarity between them [12].
Table 1
An event log with six process traces.

Case id Process trace

1 ABCDEH
2 ACBDEH
3 ABCDFH
4 ACBDFH
5 ABCDGH
6 ACBDGH

gs— Can log sanitization help to improve performance?, Decision Sup-
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Fig. 3. A Petri-net model mined from the event log in Table 1.
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The behavioral similarity metrics measure the similarity in behavior
between twomodels in terms of precision and recall [12]. Thesemetrics
analyze the event log to quantify how similar the behavior of, say, the
mined model is to that of its reference model. This is done by replaying
each trace against the twomodels and calculating howmany transitions
(or tasks) are enabled in eachmodel at the occurrence of every event in
the trace. Themore enabled tasks the twomodels have in common, the
higher is the similarity between them. Both metrics are also based on
the causality relations of the mined and reference models. A causality
relation is derived from the Petri-net. A causality (or cause–effect) rela-
tion exists between two activities, say A1, A2, if the output of A1 is an
input for A2. In Fig. 4(a), there is a causality relation between A and B
(C, D or E). The above metrics use the number of causality relations the
mined and the reference models have in common.

Definition 2. (Behavioral precision and recall) [12] Some parameters
are defined as follows:

σ a trace in an event log.
L(σ) the number of occurrences of σ in an event log.
Nr and Nm the respective Petri nets for the reference and the mined

models.
Cr and Cm the respective causality relations for Nr and Nm.

Now, the behavioral precision and recall are defined as:

Bp L;Cr;Cmð Þ ¼
X
σϵL

L σð Þ
σj j �

Xσj j−1

i¼0

Enabled Cr;σ; ið Þ∩Enabled Cm;σ; ið Þj j
Enabled Cm;σ; ið Þj j

 ! !,X
σϵL

L σð Þ

BR L; Cr; Cmð Þ ¼
X
σϵL

L σð Þ
σj j �

Xσj j−1

i¼0

Enabled Cr;σ; ið Þ∩Enabled Cm;σ; ið Þj j
Enabled Cr;σ; ið Þj j

 ! !,X
σϵL

L σð Þ

where, Enabled(Cr,σ,i): the set of enabled activitieswhenparsing the next
event (or task) after position i in trace σ [12]. For the example of Fig. 4
which includes a trace σ = “AEBCDF”, in the reference model
(Fig. 4(a)), Enabled(Cr,σ,1) = {B,C,D,E} because this set of tasks is
enabled after task A at position 1 is executed. So, |Enabled(Cr,σ,i)| = 4.
However, in the mined model (Fig. 4(b)), Enabled(Cm,σ,1) = {B,C,D}.
Table 2
A framework for characterizing various process mining algorithms.

Noise-free logs (NF) Noisy logs (N)

Quality aware (Q) Alpha++ algorithm [14]
Parikh language-based
region miner [21]
Skeletal-based algorithm [22]

Directed graph based
algorithm [8,9]
Heuristics Miner [11]
Genetic algorithm [12]
Quality-based
algorithm [23]
Event-based
algorithms [16] [17]

Quality
non-aware (NQ)

Alpha algorithm [1]
Evolutionary Tree Miner [19]

Heuristic process mining [10]
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Thus, the set S1 = Enabled(Cr,σ,i) ∩ Enabled(Cm,σ,i) = {B,C,D}. Hence,
|S1| = 3.

The value of both behavioral precision and recall metrics lies in the
[0, 1] range. A value close to 1 indicates very high degree of similarity
between the two models. The behavioral precision reflects how much
of the behavior of the mined model is also in the reference model. The
behavioral recall reflects how much of the behavior of the reference
model also occurs in themined model.

To appreciate the concept of behavioral precision and recall, consider
the example in Fig. 4. It shows a referencemodel, a synthetic log (log L) of
actual execution traces based on a reference model (Fig. 4(a)), and a
mined model (Fig. 4(b)) generated from the log. For this example:

BP L;Cr ; Cmð Þ ¼ ðð2=6∗ 1=1þ 3=3þ 2=2þ 1=1þ 1=1þ 1=1ð Þ
þ3=6∗ 1=1þ 3=3þ 2=2þ 1=1þ 1=1þ 1=1ð Þ
þ ð2=6∗ 1=1þ 3=3þ 2=2þ 1=1þ 1=1þ 1=1ð Þ
þð2=6∗ 1=1þ 3=3þ 3=4þ 2=3þ 1=2þ 1=1ð Þ
þ3=6∗ 1=1þ 3=3þ 3=4þ 2=3þ 1=2þ 1=1ð Þ
þ ð2=6∗ð1=1þ 3=3þ 2=2þ 2=3þ 1=2
þ1=1ÞÞ=14 ¼ 0:91:

And,

BR L; Cr; Cmð Þ ¼ ðð2=6∗ 1=1þ 3=4þ 2=3þ 1=2þ 1=1þ 1=1ð Þ
þð3=6∗ 1=1þ 3=4þ 2=3þ 1=2þ 1=1þ 1=1ð Þ
þð2=6∗ 1=1þ 3=4þ 2=3þ 1=2þ 1=1þ 1=1ð Þ
þð2=6∗ 1=1þ 3=4þ 2=3þ 2=2þ 1=1þ 1=1ð Þ
þð3=6∗ 1=1þ 3=4þ 2=3þ 2=2þ 1=1þ 1=1ð Þ
þð2=6∗ð1=1þ 3=4þ 2=3þ 2=2þ 1=1

þ1=1ÞÞ=14 ¼ 0:86:

The results (BP = 0.91 and BR = 0.86) reflect that for the given log
the mined model is close to the reference model on both the precision
and recall metrics.

For structural similarity, the structural precision and recall metrics
[12] are used. The structural recall reflects the number of correct causality
relations present in the mined model as a fraction of the total number of
causality relations in the reference model. The structural precision reflects
the fraction of correct causality relations present in themined model.
Definition 3. (Structural precision and recall) [12] Let Nr = (Pr, Tr, Fr)
and Nm = (Pm, Tm, Fm) be respective Petri nets for the reference and
mined models. Let Cr and Cm be the respective causality relations for
Nr and Nm. The structural precision and structural recall are defined as:

Sp Nr;Nmð Þ ¼ Cr∩Cmj j
Cmj j

SR Nr;Nmð Þ ¼ Cr∩Cmj j
Crj j :

Both structural precision and recall are in the range [0, 1]. A value
close to 1 means they are very similar structurally. Given Nr and Nm as
gs— Can log sanitization help to improve performance?, Decision Sup-
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Fig. 4. Example of a reference model, a mined model, and a log L.
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the two Petri nets shown in Fig. 4, we can calculate the structural
precision and recall metrics as follows:

SP Nr;Nmð Þ ¼ A;Bð Þ; A;Cð Þ; A;Dð Þ; E; Fð Þf gj j
A;Bð Þ; A;Cð Þ; A;Dð Þ; B; Eð Þ; C; Eð Þ; D; Eð Þ; E; Fð Þf gj j ¼

4
7
¼ 0:571

SR Nr;Nmð Þ ¼ A;Bð Þ; A;Cð Þ; A;Dð Þ; E; Fð Þf gj j
A;Bð Þ; A;Cð Þ; A;Dð Þ; A; Eð Þ; B; Fð Þ; C; Fð Þ; D; Fð Þ; E; Fð Þf gj j

¼ 4
8
¼ 0:5:

The results (SR b Sp b 1) reflect that the mined model has a higher
structural precision than recall.
Fig. 5. Six reference models used in bench

Please cite this article as: H.-J. Cheng, A. Kumar, Processmining on noisy lo
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3.2. Benchmark process models

For benchmarking process mining algorithms, six reference process
models of increasing complexity (levels 0 through 5) were created by
us using four basic structures of a process (i.e., sequence, parallel,
exclusive-choice, and loop). Fig. 5 shows these models as Petri-nets.
Fig. 5(a) is a model with a straight sequence. Figs. 5(b) and (c), respec-
tively, incorporate parallel and exclusive-choice structures into a se-
quence structure. Fig. 5(d) combines a parallel and an exclusive-
choice structure into a sequence structure. Fig. 5(e) shows a model
that contains a parallel structure, an exclusive-choice structure, a loop
structure, and a sequence structure. Finally Fig. 5(f) shows a still more
complex model with two interacting loops.
marking process mining algorithms.

gs— Can log sanitization help to improve performance?, Decision Sup-
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Table 3
Experimental results for Level 4 logs with noise (Average values for 5 × 10 experiments).

Level 4 Alpha++ HM

% of noise 0% 2% 5% 10% 20% 0% 2% 5% 10% 20%

Behav. Prec. 1 0.050 0 0 0 0.932 0.847 0.796 0.794 0.719
Behav. Recall 1 0.129 0 0 0 0.932 0.934 0.926 0.909 0.907
Struc. Prec. 1 0.244 0.168 0.072 0.012 1 0.955 0.922 0.849 0.753
Struc. Recall 1 0.630 0.180 0.130 0.040 1 0.880 0.870 0.855 0.820
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3.3. Benchmarking algorithms on noisy logs

In this section we give results from testing two algorithms on our
metrics with varying amounts of noisy data. We tested two well-
known algorithms: Alpha++ [14] and Heuristics Miner or HM [11,
10]. Alpha++ is based on using strict rules of causality to determine re-
lationships among tasks in a process. Weijters et al. [11] presented HM
in detail by extending a previous “Little Thumb” algorithm of Weijters
and van der Aalst [10]. This algorithm is based on determining
metrics for all pairs of tasks to compute dependency scores. Then
heuristic rules are applied to dependency scores to detect direct
causal relationships, and choice and parallel relationships, to create
a mined model. The algorithm can run with default values, or a
user can adjust parameters such as dependency threshold and positive
observations threshold to fine tune the algorithm. These thresholds
are the minimum cutoff values required for establishing dependency
relations between activities. We generated synthetic logs with 1000
process traces in each one at 5 different noise levels: 0%, 2%, 5%, 10%
and 20%. Noise was added by operations like deleting a random task,
swapping two tasks, and duplicating a task. The noise generation
model is described in detail shortly.

We found that HM can discover correct models from logs for
reference models at levels 0 to 3 (i.e., behavioral precision and recall
are both equal to 1) for all levels of noise above 0%. The performance
of Alpha++ was far inferior in all cases even at small levels of noise.
Since HM could give us perfect results, we focused our experiments on
understanding the behavior of the algorithms at levels 4 and 5 where
the reference models are more complex.

Table 3 shows the average results of the benchmarkmetrics for noisy
logs generated from the level 4 model. Alpha++ does markedly better
than HM for the noise-free log, but its performance becomes unaccept-
able even at small levels of noise. Thus, the performance of HM is clearly
more interesting to study at length when noise is present in a log. For
HM, the decline in the two recall metrics is small (less than 7%), while
the decline in the precision metrics is slightly larger (about 22% or
less) as the noise increases from 0% to 20%. In fact, behavioral recall is
more than 90% even at 20% noise, which shows that a lot of the behavior
is preserved. All metrics show a performance above 70% at 20% noise
level.

The results for the synthetic logs generated from the level 5
model shown in Table 4 are less encouraging. Alpha++ again out-
performs HM at 0% noise, but does very poorly even at 2% noise
level to merit further consideration. HM declines as well, though
less so, on all four metrics as the noise increases to 20%. In fact,
the highest metric for HM at 20% noise has a behavior recall of
Table 4
Experimental results for Level 5 logs with noise (Average values for 5 × 10 experiments).

Level 5 Alpha++

% of noise 0% 2% 5% 10% 2

Behav. prec. 1 0.109 0.041 0.020 0
Behav. recall 0.980 0.186 0.127 0.058 0
Struc. prec. 1 0.152 0.146 0.162 0
Struc. recall 0.818 0.504 0.355 0.305 0
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73%, while structural recall drops to 47%, suggesting that more
than half of the structural information is lost. It is clear from the
results that HM degrades more gracefully than Alpha++ in the
presence of noise. In the next section we explore techniques for re-
moving noise from logs.

4. Algorithm for removing noise (log sanitizing)

Now, we explore the idea of first removing noise from a log before
extracting a process model from it. Our approach is illustrated in
Fig. 6. A given log is divided into amarked sub-log (with a small fraction
X% of traces) and an unmarked sub-log (with the remaining traces). We
assume that the traces in themarked sub-log are examinedmanually by
an individual, and the correct ones aremarked as 1 and thenoisy ones as
0. This marked sub-log can be used to build a rule-based classifier that
identifies traces as noisy or correct by applying a set of rules. Then, the
traces in the unmarked sub-log are marked by applying the classifier
rules, and the ones marked noisy are removed to “sanitize” it. Next,
we first describe our noise generation model to produce a noisy log
and then our approach for making a classifier, and later give the results
of experiments on sanitized logs.

4.1. Noise generation model

To simulate a noisy event log, three different types of noise generat-
ing operations are defined: (i) remove one randomly chosen task, (ii)
duplicate one randomly chosen task, and (iii) interchange two random-
ly chosen tasks. Logs with 2%, 5%, 10%, and 20% of noisy records are gen-
erated where each noisy record contains one of these three types of
noise. The pseudo-code for generating noise is shown in Table 5. For ex-
ample, assume a noise-free trace t in the event log like “ABFCIGK”
shown in Table 6. If r = 0, then a randomly selected task, say, task C,
is deleted and this trace is modified to “ABFIGK.” If r = 1, then a ran-
domly selected task, say, task F is duplicated and a noisy trace
“ABFFCIGK” is produced. If r = 2, then two randomly selected tasks,
say, A and K are interchanged and this trace becomes “KBFCIGA.”
Other related papers also use a similar noise model [12,23]. Moreover,
our approach is not specific to a noise model. The rules can characterize
any reasonable model.

4.2. Algorithm PRISM for generating classification rules

PRISM is a rule-based algorithm [24] and it can inducemodular rules
with fewer redundancies [24] than the traditional decision tree algo-
rithms [25]. PRISM is a separate-and-conquer kind of algorithm that
HM

0% 0% 2% 5% 10% 20%

0.924 0.656 0.551 0.469 0.463
0.831 0.739 0.740 0.736 0.727

.064 0.894 0.892 0.871 0.700 0.623

.141 0.818 0.591 0.525 0.502 0.471
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Fig. 6. Overall approach for log sanitization.

Table 6
Three types of noisy traces.

Noise-free trace: ABFCIGK

Noisy trace Reason for noise
ABFIGK Missing task C
ABFFCIGK Duplicated task F
KBFCIGA Interchanged tasks A and K
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produces rules such that the attributes in any pair of rules used for clas-
sification do not intersect, e.g.,:

IF a ¼ 1 AND b ¼ 1 THEN class ¼ x
IF c ¼ 1 AND d ¼ 1 THEN class ¼ y:

Table 7 shows the pseudo-code for the PRISM algorithm. First, a rule
that covers a subset of the training examples is identified. Next, all
traces covered by the rule are separated out from the training set.
Then, PRISM recursively learns another rule that covers some of the
remaining examples until no examples remain (i.e., the remaining
traces are “conquered”) [26]. To evaluate performance of PRISM versus
other algorithms for classification, we also considered J48, BFTree and
Random Forest, but found that PRISM produced the best results. More-
over, PRISM is a rule-based algorithm. Since it generates rules a human
expert can check them and also modify them. Non-rule based algo-
rithms do not offer this benefit.

If two tasks in parallel are exchanged in a trace it is not possible to
detect the noise introduced by it. Moreover, when certain loops are
involved it may also make it impossible to detect noise. To illustrate,
say, AGHFBCGIHJIFGK is a noisy trace because F has been deleted from
the middle of GH (the original correct trace was AGFHFBCGIHJIFGK).
However, because of the unique nature of the process model where F
and G loop around H, the noise is indistinguishable as both GHF and
GFH are correct sub-patterns in this trace as long as they are eventually
followed byK.We believe that no algorithmcan detect such ambiguities
that arise due to the inherent nature of the process model and reduce
the accuracy percentage. If we ignore such classification errors, the
accuracy of PRISM would be even higher. Next, we will report results
of process mining experiments on sanitized logs.

4.3. Results after applying PRISM rules to sanitize a noisy log

A trace in a process log is a string of task names in the order inwhich
they are performed, e.g., ABCDEFGHIJK is an example log entry from the
level 0model in Fig. 5. Since this is a noise-free log entry it is classified as
1, as opposed to 0 for a noisy log entry such as DBCAEFGHIJK obtained if
tasks A andDwere swapped. A pair of consecutive log entries is an input
attribute for the classification algorithm. Thus, AB, AC,…, BC, BD, BE,…,
CD, CE, CF…, etc. are possible input attributes. Table 8 shows an example
rule set for classification that was generated for a sample log of 200
Table 5
The steps of generating a noisy log.

Input: An event log L, the percentage of generating noise P.
Output: A noisy log N.
(1) S ← set of tasks s1, s2, … in L.
(2) N ← φ.
(3) T ← set of traces which were selected based on P.
(4) For each chosen trace t in L do:

(a) Randomly select an integer r between 0 and 2. Then:
(i) IF r = 0: Randomly remove one task s from t.
(ii) IF r = 1: Randomly duplicate one task s from t.
(iii) IF r = 2: Randomly interchange two tasks (say, si and sj) from t.

(b) N ← t
(5) Return the noisy log N.
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process traces by running the PRISM algorithm implemented in the
Weka tool [27]. This is a well-known and widely used open-source
tool for data mining and is available at www.cs.waikato.ac.nz/ml/
weka. Table 8 shows a subset of classification rules generated by
PRISM to remove noisy data in a synthetic log of 200 process traces
marked either noisy or correct each with 10% of noise at level 5.

As an illustration of the classification accuracy of PRISM, we show
the confusion matrix for a specific log, log 1 at level 5 with 10% noise,
in Fig. 7(a). Moreover, Fig. 7(b) shows sample log entries that were
classified into the four boxes of the confusion matrix and the rules
that determined their classification. For this example the classification
accuracy of PRISM is 88.5% from a training set of 200 traces.

Using its rule set, PRISM is capable of detecting duplicate tasks and
labeling them as noisy such as II = 1, GG = 1, and KK = 1. PRISM
is also able to detect most actually correct entries. However, since the
training set is small (200 process traces) some incorrect entries go un-
detected. For instance, a noisy trace AAFGKBDI is detected as correct
by applying rule 19, since a rule for the condition AA = 1 does not
exist. On the other hand, the correct trace AGBFCKIJI is labeled as
noisy by PRISM by applying rule 11.

5. Experiments and discussion of results

In this section, the experiments described above are repeated for the
“sanitized” logs after using Weka to create rules and applying them to
remove the noisy records from the log.

5.1. Experimental setup

To build a classifier with the Weka software [27], a marked sub-log
of 200 traces is first converted into the appropriate file format (.arff),
and then the PRISM algorithm is run on it. The algorithm splits this log
into training and testing sets using a user-specified percentage, typically
67% and 33%, respectively. These are quite typical values.
Table 7
Pseudo-code for PRISM.

(1) For each class C
(A) Initialize E to the trace set
(B) While E contains traces in class C
(a) Create a rule R with an empty left-hand side that predicts class C
(b) Until R is perfect (or there are no more attributes to use) do

(I) For each attribute A not mentioned in R, and each value v
(i) Consider adding the condition A = v to the left-hand side of R
(ii) Select A and v to maximize the accuracy percentage

(II) Add A = v to R
(C) Remove the traces covered by R from E

gs— Can log sanitization help to improve performance?, Decision Sup-

http://www.cs.waikato.ac.nz/ml/weka
http://www.cs.waikato.ac.nz/ml/weka
http://dx.doi.org/10.1016/j.dss.2015.08.003


Table 8
PRISM rule set for classifying records in a Level 5 log with 10% noise.
(classes: 0 — noisy; 1 — correct).

Rule # PRISM rules Rule # PRISM rules

1 If II = 1 then class = 0 11 If CK = 1 and AG = 1 then
class = 0

2 If GG = 1 then class = 0 12 If DF = 1 and AF = 1 then
class = 0

3 If JJ = 1 then class = 0 13 If BG = 1 and GI = 1 and
AB = 1 then class = 0

4 If BI = 1 then class = 0 14 If KB = 1 and FG = 0 and
AF = 1 then class = 0

5 If DB = 1 then class = 0 15 If GK = 1 and BG = 1 then
class = 1

6 If EE = 1 then class = 0 16 If JH = 1 and AF = 0 then
class = 1

7 If GA = 1 then class = 0 17 If CG = 1 then class = 1
8 If HH = 1 then class = 0 18 If EI = 1 and GK = 1 and

II = 0 then class = 1
9 If HK = 1 then class = 0 19 If DI = 1 and GA = 0 then

class = 1
10 If KK = 1 then class = 0 20 If FC = 1 then class = 1

Table 9
Number of process traces in sanitized log with PRISM rules (initially 1000).

% of noise Number of traces in sanitized log

Log 1 Log 2

2% 997 992
5% 975 980
10% 935 944
20% 834 839
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In the experiments described in this section, we focus on the level 5
referencemodel because it is the most complex one. For this model, we
generated synthetic logs at 2%, 5%, 10%, and 20% noise levels with 200
traces in each log. In these logs the dirty/clean indicator was set to 0/1
manually. Then the rules were generated by running the PRISM
algorithm in Weka. The average classification accuracy of PRISM was
97% at low noise but it decreased to 73.5% at 20% noise.
Fig. 7. Classification results in a Level 5 log (
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Additionally, we generated 10 synthetic logs each with 1000 traces
at 5 noise levels (i.e., 0%, 2%, 5%, 10% and 20%) for the level 5 reference
model for testing the effectiveness of the noise removal algorithm on
the benchmark metrics. These logs were first sanitized by applying the
rules to the traces in them, thus fewer traces remained as shown in
Table 9.

It should be noted that on applying the rules, some traces were
labeled as correct and others as noisy, while some could not be classified
as either. These unclassified traceswere retained in the log.We ran tests
both with including and excluding such traces, and found that retaining
unclassified traces helps in discovery of better models.

5.2. Results

We tested the Alpha++ and HM algorithms implemented in the
ProM 5.2 process mining framework [28] in our benchmarking experi-
ments. These algorithms were selected because they are well-known
and also use very different approaches for mining. Thus, the results
log 1) with 10% noise by using PRISM.
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would help us to contrast how these approaches perform with noisy
logs. Alpha++ derives Petri nets from event logs using strict causality
relationships, while HM is based on heuristics as explained earlier. For
running our experiments the default parameter settings built into
ProM were used. By running the algorithms in ProM on the input logs
we obtain themined models.

For each algorithm and at each noise level, we report results for the
noisy and sanitized logs. Table 10 shows the average results on the trace
behavior and structural metrics for the 10 synthetic logs at level 5.

From the results we observe that: (1) both algorithms perform
better on all four metrics on the sanitized log as compared to the
noisy log; (2) the performance gap for the sanitized vs. noisy log varies
at different noise levels. In some cases it is close to 30%, but generally it
ranges between 1% and 10% for HM, and is considerably higher for
Alpha++; (3) Alpha++ shows greater improvement on the sanitized
log than HM, yet HM is, still, for themost part, far superior to Alpha++
on both noisy and sanitized logs. Further, the results on the structural
metrics for the sanitized log show that HM is able to preserve most of
the structures in the reference model. Moreover, on sanitized logs HM
is able to discover models that do not contain superfluous structures
not present in the reference model.

It is evident that the approach described for sanitizing logs does
indeed improve the performance of the process mining algorithms.
Clearly, both Alpha++ and HM can mine better models from sanitized
logs. While it is known that HM is more robust to noise than Alpha++
since it can take the non-local dependencies among tasks (i.e., how
strongly a task is caused by any other task) into account, we found
that even HM benefits from log sanitization.

Table 11 shows the average values for the number of places, transi-
tions, and arcs at the four noise levels. For Alpha++, the number of
places decreases as the noise level increases. On further investigation,
we found that this occurs because Alpha++ gives an incorrect, trivial
model with few, in some cases just two, places and all activities
connecting to them.
5.3. Discussion

We benchmarked two process mining algorithms for noise-free,
noisy, and sanitized logs. The noisy logs were sanitized using the
Table 10
Experimental results for trace behavior and structure metrics. (Average values for Level 5
logs from 5 × 10 experiments).

Level 5 Alpha++ HM

Noisy log Sanitized log Noisy log Sanitized log

2% noise
Behavioral precision 0.109 0.160 (47%) 0.656 0.694 (6%)
Behavioral recall 0.186 0.255 (37%) 0.739 0.755 (2%)
Structural precision 0.152 0.240 (58%) 0.892 0.896 (0.4%)
Structural recall 0.504 0.627 (24%) 0.591 0.654 (11%)

5% noise
Behavioral precision 0.041 0.154 (276%) 0.551 0.592 (7%)
Behavioral recall 0.127 0.315 (148%) 0.740 0.752 (2%)
Structural precision 0.146 0.152 (4%) 0.871 0.862 (−1%)
Structural recall 0.355 0.566 (59%) 0.525 0.563 (7%)

10% noise
Behavioral precision 0.020 0.221 (1005%) 0.469 0.552 (18%)
Behavioral recall 0.058 0.413 (612%) 0.736 0.738 (0.3%)
Structural precision 0.162 0.172 (6%) 0.700 0.853 (22%)
Structural recall 0.305 0.557 (83%) 0.502 0.591 (18%)

20% noise
Behavioral precision 0 0.194 0.463 0.501 (8%)
Behavioral recall 0 0.255 0.727 0.778 (7%)
Structural precision 0.064 0.164 (156%) 0.623 0.804 (29%)
Structural recall 0.141 0.695 (393%) 0.471 0.473 (0.4%)

(Values in parenthesis represent the percentage improvement from sanitization).
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PRISM algorithm first to build a classifier. The reference process models
are designed from basic structures such as sequence, parallel, exclusive-
choice, and loop with increasing complexity from level 0 to level 5. The
results of the experiments show that if the logs are sanitized first, both
Alpha++ and HM can discover better models from sanitized logs. This
discussion focuses on the HM algorithm since that is a better algorithm
in the presence of noise.

To gain more insights, we analyzed a specific one of the 10 logs,
labeled as log 1 in further detail. The experimental results for log 1 at
10% noise are shown in Table 12. The corresponding mined process
models obtained by HM for the noisy and sanitized logs are shown in
Fig. 8(a) and (b) respectively.

Notice that theminedmodel before sanitizing has several problems.
The node J on the extreme left of Fig. 8(a) is completely disconnected.
Moreover, the group of activities E–C–D–I at the top right of the figure
is not connected properly to the rest of the process. It is also difficult
to parse, suggesting that the mining algorithm is confused by the
noise. Theminedmodel after sanitizing shows significant improvement
in all four metrics. In particular, structural precision is 1, i.e., 100% of its
structure is preserved if the log is sanitized first. Moreover, it is more
compact since the numbers of places, transitions, and arcs are reduced.
This is a reflection of the intrinsic quality of the model [23]. On inspec-
tion there is one obvious arc that is missing in this model, as shown
by the dashed line in Fig. 8(b). Clearly the sanitized log leads to a
“nicer” model which captures much of the behavior of the Level 5
reference model (see Fig. 5(f)).

To further evaluate these mined models of Fig. 8, we checked
them independently using the Workflow analysis tool, Woflan
(WOrkFLowANalyzer). Woflan [29] is used to verify the correctness
of a workflow process. It uses state-of-the-art techniques to find poten-
tial errors in the definition of a workflow process. Upon checking with
Woflan themodel from the unsanitized log failed the test withmultiple
errors, while the model from the sanitized log passed the test. This
further goes to show that theminedmodel on the sanitized log is intrin-
sically superior to the one from the unsanitized log.

We also considered algorithms other than HM. In experiments with
the Genetic Miner [12], it was found to be a very slow algorithm and its
performancewas erratic. It occasionally did better than HM, but overall,
the HMalgorithmwasmuchmore consistent and gave better results on
average as was observed in [12] also. Hence, this algorithm was not
studied further.

The Fuzzy Miner (FM) [20] offers a user a sliding scale to select a
certain percentage of the log traces for mining. Thus, it is possible to
ask FM to, say, use 90% of the traces to make a model. The assumption
here is that FM would discard 10% of the traces that contain either
noise, or infrequent but correct behavior, of the underlying process.
FM generates a hierarchical model showing relationships among tasks,
but the output is not sufficient to generate a full Petri-net model.
Table 11
Experimental results for number of places, transitions, and arcs. (Average values for Level
5 logs from 5 × 10 experiments).

Level 5 Alpha++

Before sanitizing noise After sanitizing noise

2% 5% 10% 20% 2% 5% 10% 20%

# of places 13.7 5.6 3.6 2.6 19.7 12.9 14.9 22.6
# of transitions 11 11 11 11 11.2 11 11 11
# of arcs 84.5 40.6 28.9 23.1 97.1 90.3 95 141.7

HM

Before sanitizing noise After sanitizing noise

2% 5% 10% 20% 2% 5% 10% 20%

# of places 22.1 22.2 22.4 19 20.8 21.4 22.5 21.3
# of transitions 21.1 22.3 23.3 21.4 19.4 21.7 22.9 23.8
# of arcs 62.9 66.5 68.8 55.8 57.6 63 66.9 65.9
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Table 12
Results for a specific Level 5 log (log 1) at 10% noise.

Level 5 HM

Noisy log Sanitized log

Behavioral precision 0.46 0.63
Behavioral recall 0.71 0.8
Structural precision 0.71 1
Structural recall 0.43 0.55
# of places 22 20
# of transitions 21 20
# of arcs 66 60

Table 13
11 main tasks identified in the patents application process.

Event id Description

A Application captured on micro-film
B Non-final rejection
C Mail non-final rejection
D Information disclosure statement filed
E Request for extension of time granted
F Response after non-final action
G Notice of allowance data verification completed
H Mail notice of allowance
I Final rejection
J Mail final rejection
K Notice of appeal filed
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Moreover, it is still not a real alternative to our approach since noise can
get confused with infrequent correct behavior. Further, if our approach is
used to preprocess a log, then FM will produce better results and it
will be easier for the user to identify infrequent behavior.

Thoughwe used a specific noise pattern in our experiments, the rule-
based approach generalizes to any noise pattern. Thus, a classifier like
PRISM can create rules for a different noise pattern from the one we
selected from a marked sub-log. Another advantage of having rules for
sanitization is that they can be checked manually, explained and also
modified further to improve the classification accuracy even more.
Fig. 8.Minedmodels of ProM for HMbefore and after sanitizing the log. (level 5, log 1, 10%
noise).
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Finally, a reference model may not exist in many real-life situations
to compare the mined model against. In such situations, the models
obtained before and after sanitizing the log can be compared with one
another in terms of metrics like number of places, transitions, arcs,
disconnected places and transitions, and overall quality. They can also
be checked for errors using an analysis tool likeWoflan. Aswe discussed
above in the context of Fig. 8, such metrics can help establish intrinsic
superiority of one model over another.

6. Experience with real data — a patent application process

In order to validate our approachwith a real dataset,we accessed the
United States patent application process data (available at http://portal.
uspto.gov/external/portal/pair) and discuss our experiments with this
data next.

We collected transaction data for patents of the category 435
(Chemistry: molecular biology and microbiology) under the United
States Patent Classification issued between 2000 and 2005. There is a
total of 31,682 patent transaction instances containing 518 unique
tasks. We analyzed the dataset with a tool called Disco [30] to identify
the most frequent tasks and most frequent sequential relationships
among these tasks. From this analysis we identified a subset of 11
most frequent tasks shown in Table 13. Moreover, based on the output
from Disco about the sequential relationships among tasks and our
understanding of the process we developed a reference model as
shown in Fig. 9. All the 11 frequent tasks are included in this model
and all the flow paths represent meaningful execution scenarios.

Then, for validation we used a random subset of 1000 instances. All
instances in a sub-subset of 100 instances were thenmarked as noisy or
clean. Accordingly, 10 instances were identified and marked as “noisy”
and the rest as “clean.” These 100marked instanceswere used to gener-
ate PRISM rules. The rules were applied to the unmarked log and only
the 827 instances marked as clean were retained. Subsequently, we
ran the HMM algorithm to generate a process model from both the
full or “dirty” log and the “clean” log. We found that the process
model from the “clean” log was more compact and better. It had 30
places, 40 transitions, 122 arcs and 29 silent transitions. The corre-
sponding values for the model from the “dirty” log were 31, 43, 130
and 32, respectively. In addition we also calculated the behavioral and
structural precision and recall metrics for the two process models
with respect to the reference model of Fig. 9. Both behavioral metrics
showed improvement (precision by 2% and recall by 3%), while struc-
tural precision improved by 1%.

To be sure, this experiment suffers from shortcomings. In particular,
we could not find a domain expert to assist us and had to rely on our
ownunderstanding of the process tomark the clean and noisy instances.
We also developed the referencemodel ourselves. Nevertheless, the ex-
periment still shows that our approach has practical value and though
the improvement is modest yet it is noticeable across multiple metrics.
A more extensive experiment with participation of domain experts is
beyond the scope of our current work.
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Fig. 9. A reference model for the patent application process.
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7. Related work and limitations

In previous benchmarking studies, Weijters et al. [11] evaluated HM
using 12,000 different event logs at six noise levels. Mederios et al. [12]
did extensive benchmarks on the Genetic Miner, Heuristics Miner, and
Alpha++. They showed that, overall, Heuristic Miner outperformed
other algorithms for tackling noisy logs. Different notions of equivalence
have been discussed to compare a reference process model against a
mined model. The interesting ones focus on the dynamics of the model
and not just on its syntactic structure (e.g., van Glabbeek and Weijland
[31], van der Aalst and Basten [32]). The metrics we selected capture
both behavioral and structural features of the models [33] and also pro-
vide a value for the degree of similarity in a continuous 0–1 range.

Some evaluation approaches related to process mining have also
been proposed. Weerdt et al. [34] introduced an evaluation approach
based on artificially generated negative events in benchmarking six pro-
cess discovery techniques in consideration of noise-free logs and 20%
noisy logs. This approach includes recall, precision, and F-measure to
measure discovered process models. Wang et al. [35] presented an em-
pirical evaluation framework towards a common benchmark based on
behavioral and structural similarity for evaluating seven processmining
algorithms without consideration of noise. Using structural and behav-
ioral similarities to benchmark process mining algorithms, the authors
further introduced a new framework that can efficiently select the
most suitable process mining algorithm for a given enterprise [36].

While one would naturally expect a sanitized log to produce better
mined models than an unsanitized one, our goal in this paper is to un-
derstand its potential value in the context of “noise-aware” algorithms
in particular. Our experiments clearly showed that when the models
are complex, such as our Level 5 referencemodel, even the performance
of popular “noise-aware” algorithms like Heuristic Miner can be im-
proved by sanitization. Another issue with “noise-aware” algorithms is
that they find the model that best fits a certain percentage of log traces
by discarding the rest as noise. However, as noted earlier such ap-
proaches have no way of knowing whether a discarded trace is actually
“clean” and reflects a rare but correct instance, or is in fact noisy. Hence,
they may arbitrarily discard a correct trace and lose useful information.
While in some applications it may not matter, in others, say, those in-
volving medical procedures and fraud investigation cases, it is impor-
tant. Our approach rectifies this problem.

It is important to note several limitations of this study. In process
mining, the errors related to tasks (such as tasks swapped, tasks re-
moved, tasks duplicated) are most common. Therefore, our work only
focused on common types of noise (i.e., “remove task”, “swap two
tasks”, and “duplicate one randomly chosen task”) and did not consider
the labeling errors and vocabulary differences herein. Hence, the label-
ing errors and vocabulary differencesmay result in log errors.Moreover,
in our experimentswith synthetic logswe selected 200 traces as the size
of the sub-log for marking from a full log of 1000 traces. The size of this
sub-log was chosen because it is not too large at 20% of the full log and
allowed us to develop rules for noise detection. However, it is not possi-
ble to generalize what the exact size of the sub-log for marking should
be. It is rather specific to the nature of the log and will depend on the
size, noise level and noise characteristics of the full log. Hence, it has
to be determined on a case by case basis, partly based on human judg-
ment. Finally, our experiments with the real world dataset could not
be validated with a domain expert.
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8. Conclusions and future work

Process mining is a relatively new technique for extracting pro-
cess models from actual execution logs to gain a better understand-
ing of business processes in an organization and support decision
making. Since logs are often noisy, process mining algorithms handle
noise by generating a model that best fits a certain given percentage
of records or instances and discarding the rest as noisy. This can lead
to loss of instances that describe rare but valid process behavior
captured in the log. This paper studies through extensive experi-
ments how a rule based approach called log sanitization can help to
improve the performance of a process mining algorithm. Hence, we
described and evaluated a general approach for log sanitization
that can work with any noise pattern. Given a log of traces, if a subset
of traces is marked as correct or noisy then a rule-based classifier can be
built on this marked sub-log. The rules can then be applied to sanitize
the full log.

We showed that mined models extracted from sanitized logs have
much greater fidelity to the “true” reference model than those from
unsanitized logs on both behavioral and structural metrics. They are
also more compact with fewer extraneous places, transitions and arcs.
Further, on checking with a workflow analysis tool, we found that
they have fewer syntactic errors. Thus, even if a “true” reference
model is not available, one can compare the mined model from an
unsanitized log against one from a sanitized one to argue that the latter
is intrinsically better. We also evaluated our approach on a real dataset
and reported the results that showed modest improvements.

Our benchmark included six process models; however, our
results focused mainly on the most complex level 4 and 5 models.
The benefit of sanitization was as high as 29% in some cases (less,
on average) even for Heuristic Miner which is a noise-aware algorithm
in the first place. Another advantage of our rule based approach for
sanitization is that it is agnostic to the nature of noise and it can classify
any noise pattern. Thus, if another kind of noise appears in the log, e.g., a
random insertion of a task, it will be captured in a rule and thus flagged
as noise. Rules can also be checkedmanually to see if they aremeaning-
ful, and further modified to improve sanitization quality and to ensure
that process model behavior that occurs infrequently is not mislabeled
as noise.

In future work, wewould like to study how to extend the rule-based
approach to rewrite noisy traces. For instance, one can examine the la-
beled noisy entries through rules and then mark and rearrange noisy
parts of the trace. In this way, the noisy traces can also be used in pro-
cessmining and their information is not lost. Itwould also be interesting
to develop automatedways of noise detection that can allow a smart al-
gorithm to detect and suggest noisy records to the user in a sub-log of
the full log. This user can then verify that the proposed markings are
correct and override them as needed.
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