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Abstract—Micro-computer tomography (μCT) is increasingly
used in Anthropology and Palaeontology to quantify the external
and internal osteological characteristics of extant/extinct species.
One of the challenging tasks on such data is the accurate
segmentation of images into bone and non-bone classes. Many
intensity-based segmentation approaches have been proposed to
overcome this issue, moving from global-thresholding to robust
(semi)automatic methods. However, researchers often resort to
laborious manual segmentation when the intensity levels of bone
and non-bone material are extremely similar. Recently, deep
learning methods have been shown to outperform traditional
approaches for image segmentation. Here we propose a novel
domain enriched deep network architecture that combines the
benefits of deep learning with expert knowledge of bone structure
via two components - 1) a representation network capable of
extracting features that are more responsive to bone structures
and less responsive to non-bone structures, and 2) a segmentation
network that utilizes the features obtained from the representa-
tion network to perform segmentation. Effective representation
filters are obtained through a robust discriminative-features con-
straint that enables the discovery of novel features and enhances
segmentation accuracy. Experiments performed on challenging
μCT images of archaeological bones reveal practical merits of
our proposal over state-of-the-art alternatives.

Index Terms—Micro-CT, Osteology, Fossil, Quantitative mor-
phometrics, Machine-learning, Deep-learning, Neural networks.

I. INTRODUCTION

The non-destructive nature of micro-computed tomorgraphy
(μCT) has resulted in a growing number of palaeontological
studies imaging extant and extinct taxa to resolve phylogenetic
and functional morphological questions [1]–[4]. As compu-
tational efficiency of imaging techniques has improved, a
growing body of research has focused on quantifying internal
cortical and trabecular bone micro-structure with the aim
of inferring the behavior of extinct taxa [5]–[7]. Following
μCT scanning, the most critical aspect of any quantitative
morphological study is the accurate segmentation of bone from
any non-bone material [8]. In medical contexts the non-bone
material is often soft tissue, which is less dense than bone and
presents as a lower intensity value [9]. In palaeontological and
archaeological contexts, where remains are excavated, non-
bone material tends to issue from the surrounding matrix. In
many cases this matrix may surround and/or invade the bone
and, as a result of having heterogeneous densities, presents a
continuum of gray values that makes accurate segmentation
challenging. Compounding this issue is the intensity hetero-
geneity resulting from the fossilization process, whereby the

mineralized portions of bone are slowly replaced by extraneous
minerals of varying densities. Figure 1 illustrates an example
μCT image and its corresponding manually labelled ground-
truth segmentation map.

While slice-by-slice manual segmentation is able to resolve
many ambiguities that arise, it is untenable when a single
high resolution scan may result in a 3d volume with large
grids (2040 x 2040) and thousands of tomographic slices. In
response to this, there have been a number of (semi)automatic
segmentation protocols applied to palaeontological material.
One of the most frequently employed is the histogram based
threshold in the freely available BoneJ plugin for ImageJ [10],
which applies the IsoData clustering algorithm [11] to an
iteratively purified [12] user-defined sub-volume that is then
applied globally. An algorithm that seeks to define the contigu-
ous edges of bone via a combination of Sobel filters and ray-
casting has also been applied to palaeontological material [13],
but the implementation is not freely available. While these
methods are effective at isolating bone from non-bone in many
cases, they require a great deal of human input and results vary
according to the expertise of the user. Some of these issues
have been recently addressed by a k-means with fuzzy c-mean
clustering algorithm [14], which classifies intensity values
according to a user defined number of groups in the entire
volume and then again in overlapping sub-volumes. While this
approach effectively deals with heterogeneous intensity values
and produces a consistent result between users, the reliance on
clustering sometimes results in the misclassification of non-
bone material adjacent to bone and vice-versa. Further, when
multiple groups (>4) are segmented with multiple cores in
larger scans (>2gb), the memory consumption can become
prohibitively large as a result of the overlapping volumes
(>182gb). Application of machine learning techniques for the
segmentation of trabecular bones structures has been of recent
interest [15] but this method relies of availability of generous
training and is not explicitly adapted to the domain.
Motivation and Contributions: Recently, deep learning meth-
ods have been shown to obtain superior performance for
various image segmentation tasks [16]–[23]. The main idea
in these methods is to learn an end to end mapping between
the input image and the ground-truth segmentation maps via
a series of non-linear units. Although deep networks have
demonstrated a superior ability to automatically extract fea-
tures, it becomes extremely challenging if distinct classes share
similar features. For example, in μCT images of trabecular
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(a) Original (b) Ground truth

Fig. 1: An example image and its ground truth segmentation
map. The region inside the red circle appears to be a bone
region, however it is actually non-bone (note black pixels in
the ground truth) - emphasizing the value of spatial context.

bone micro-structure, the behavior of soil or rock that needs to
be excluded is very similar to bone–in terms of pixel intensity
and structural connectivity, which can be observed in Figure 1.
Further, the performance of most deep learning architectures
is heavily dependent on the quantity and quality of training
data. When training is limited as is often the case in practical
palaeontological studies – their performance may degrade. To
address the aforementioned challenges, we propose a novel
domain-enriched deep network architecture that comprises of
two components: 1) a data-adaptive representation layer that
is capable of extracting discriminative features that are more
representative of bone structures and indifferent to non-bone
structures, 2) a segmentation network that utilizes features
obtained from the representation layer and performs segmen-
tation. This quality of the representation layer is implemented
by adding a regularizer term that maximizes the response of
the representation layer filters towards bone patterns, while
minimizing the response towards non-bone patterns that are
difficult to distinguish from those of bone. Since we employ
a regularizer to incorporate domain knowledge into the deep
network, we refer to our network as ”Regularized Deep
Network for μCT segmentation (RDN-CS)”.

II. DOMAIN-ENRICHED REGULARIZED DEEP NETWORK
FOR μCT IMAGE SEGMENTATION

A. Background and Notation

Let X ∈ RM×N represent the input image. Let Y ∈ RM×N

be the output segmented image and Yg ∈ {0, 1}M×N be the
manually labeled binary segmentation map corresponding to
X . Let WRk

∈ Rm×n be the kth convolutional filter in the
representation network, where m, n represent the width and
height of the filter, respectively. Similarly, let W l

Sk
∈ Rm×n×d

be the kth convolutional filter in layer l of the segmentation
network, where m, n and d represent the width, height,
and depth of the filter, respectively. The representation and
segmentation networks are, ΘR = {WRk

}∀k and ΘS =
{W l

Sk
}∀l, k, respectively. Finally, let the mapping function

of the representation network be represented by f , and the
mapping function of the segmentation network be represented
by F . Then, Y = F (f(X,ΘR),ΘS). The network parameters
ΘR and ΘS are learned by minimizing a loss function so as

to produce an output Y that closely mimics the ground truth
map Yg . We adopt the regression loss here, in light of its recent
success in binary segmentation problems [24]:

L(ΘS ,ΘR) =
1

2
‖Y − Yg‖2F (1)

where ‖ ·‖F represents the Frobenius norm. Consistent with
many recent efforts of medical image segmentation [16], [17],
[23], our proposed RDN-CS produces a soft (continuous) non-
binary output image Y , which is then thresholded to obtain
the final binary output.

B. Representation Layer

The representation layer is jointly optimized with param-
eters of the segmentation network to obtain filters that are
specifically tailored for the segmentation of bones in μCT im-
ages. As can be observed from fig. 1, bone and non-bone share
similar intensity levels and patterning, which complicates
feature extraction. Therefore, we dedicate a separate layer
where a discriminative-features constraint is introduced that
is based on the expected prior structure of these filters. Note
that while this constraint is posed directly on representation
layer parameters ΘR = {WRk

}, it also indirectly influences
the segmentation network parameters ΘS , by virtue of the joint
optimization.

C. Discriminative-Features Constraint

To obtain discriminative features, the representation layer
filters should be more sensitive to bone patterns and less
sensitive to non-bone patterns. Therefore, we select P patches
from the training data that resemble bone structure and P
patches that resemble non-bone structure. These patches are
carefully selected from bone and non-bone patterns that are
hard to distinguish between. For example, Figure 2 illustrates
several example patches, where it can be observed that the
patches in Fig. 2a) and Fig. 2b) share similar intensities.
Ideally, the representation layer filters should yield a high
response to bone patches and a limited response to non-
bone patches. This observation guides the formulation of a
discriminative-features constraint, in terms of the response of
the representation filters to pre-selected patches:

LDF (ΘR) =

K∑
n=1

P∑
i=1

(α||WRn©∗ Iinb||22−β||WRn©∗ Iib||22) (2)

Where Iinb and Iib are the ith non-bone and bone patches,
respectively, K is the total number of representation layer
filters, with α, and β being positive regularization constants.
Note that the negative sign before ||WR©∗ Iib||2F indicates that
we intend to maximize this term.

D. Segmentation Network

The segmentation network utilizes the features obtained
from the representation layer and outputs a segmentation
map. U-NET architecture [23] has been demonstrated to be
very effective for medical image segmentation problems [16],
[21], thus, we adopt this for our segmentation with two
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(a)

(b)

Fig. 2: Examples of bone (a) and non-bone (b) patches. Although in terms of pixels intensity the 2 groups look very similar,
the geometric structures in the neighborhood of a bone/non-bone pixel conveys key discriminative information.
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Fig. 3: The structure of the proposed network. The representation layer is trained jointly by the normal training images and
specific patterns, which are used to compute the representation Loss (LDF )

modifications: 1) the depth of the first layer is changed to
K, to match the output of the representation layer, and 2) the
depth of the last layer is condensed to 1 as we use a regression
loss, instead of a cross-entropy loss, where multiple output
channels may be present.
The complete loss function of the regularized deep network is
given by:

L(ΘS ,ΘR) =
1

2
‖Y − Yg‖2F︸ ︷︷ ︸

Regression Loss

+ γLDF (ΘR)︸ ︷︷ ︸
Discriminative−Features

(3)

where γ is a positive regularization constant. We learn ΘS , ΘR

by minimizing L(ΘS ,ΘR) using a stochastic gradient descent
[25], [26]. Since the Discriminative-Features regularizer is
differentiable, the weights of the representation and segmenta-
tion networks are updated via standard back-propagation. The
proposed RDN-CS is illustrated in Figure 3.

III. EXPERIMENTAL EVALUATION

Datasets and experimental setup: Extant human, non-human,
and fossil post-cranial osteological samples (n'30) were μCT
scanned (30-50μm voxel resolution) either at the Center for
Quantitative Imaging, Pennsylvania State University using
an ONMI-X HD600 or GE v|tome|x L300 (180 kV, 110
mA, 2800-4800 views), or at the Cambridge Biotomography
Centre, University of Cambridge using a Nikon XTH 225 ST
HRCT (125 kV, 135 mA, 1080 views). For the ground truths,
reconstructed 16bit Tiff stacks were hand segmented by an
expert with n'8 years experience using a digital tablet. The
network was tested with a different number of training images:
a) 11 training images, b) 5 training images and 15 images for
testing.
Network Architecture: The representation layer is comprised
of K = 64 3× 3 filters. The segmentation network is similar
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TABLE I: Comparison between different methods

Dice-Overlap Accuracy
MIA [14] 0.8871 0.9836
MLP [15] 0.8993 0.9851
U-net [23] 0.9244 0.9879
RDN-CS 0.9386 0.9900

that of [23], which consists of 17 layers with filters of size
3× 3 in each layer.
Metrics for Evaluation: Here, Dice-Overlap (F1) and Accu-
racy (Acc) are used as evaluation metrics, The metric defini-
tions are: F1 = 2TP

2TP+FP+FN , Acc = TP+TN
TP+TN+FP+FN , with

TP , TN , FP , FN representing true-positives, true-negatives,
false-positives, and false-negatives, respectively.
Methods for comparison: We compared our method with
recent state-of-the-art methods: 1) MLP (Multiple layer per-
ceptrons) [15] which uses a single layer perceptron network
for μCT segmentation, 2) the MIA clustering algorithm [14],
[27], and 3) U-NET [23].
Patch extraction and parameter selection: As in other
deep learning frameworks [16], [17], [23], 128× 128 patches
were extracted from the informative parts of the images (i.e.
excluding borders) to obtain an adequate amount of training
data. In cases where 11 training images were used, 13000
patches were extracted, and in cases where 5 training images
were used, 5900 patches were extracted. Uniformly, bone and
non-bone patches were extracted in the following manner:

• For bone patches, we found regions of size 64 × 64, in
which the ratio of bone to non-bone pixels were greater
than 0.5 and the percentage of challenging non-bone
regions (that were labeled as a separate class) was less
than 0.1.

• For non-bone patches, the opposite procedure was em-
ployed. We extracted the total number of patches (P =
50) for both the bone and non-bone classes.

The regularizer constants inside the representation loss were
chosen as 1 and 0.5 for α and β, respectively, with the γ
regularizer chosen to be 10−9. The batch size was set at 64
with 20 training epochs. Training and testing were conducted
on an NVIDIA Titan X GPU (12GB) with the Tensorflow
package [28]
Results: Table I shows the results of RDN-CS against the
current state-of-the-art methods. The deep learning methods
(U-NET and RDN-CS) were found to be better than the
remaining methods by at least 4 percent. In comparing RDN-
CS to U-NET, the former performed better, which is the
expected result. The results for experiment performed using
11 training images can be seen in Table I, which shows that
the RDN-CS network outperforms all competing methods in
both metrics.

It is well-known that domain knowledge can enhance per-
formance when training data is limited–a scenario that is very
common in many practical applications [29]. To replicate this
scenario, we trained our network with 5 images (i.e. 50 percent
of the previous experiment). Fig. 4 visually compares the

(a) (b)

Fig. 4: Error visualization in 2 sample outputs of each methods
in low training test: (a) RDN-CS, and (b) standard U-net.
White-TP, Green-FN, Red-FP, Black-TN
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Fig. 5: Comparison between 2 top methods in varying training
regimes. The benefits of domain enrichment are even more
pronounced when training is limited.

false positives (red) and false negatives (green) of this test,
showing that both are substantially reduced in RDN-CS, which
demonstrates the efficacy of the proposed regularizer. The
quantitative results during this test are illustrated in Figure 5,
which demonstrates the graceful degradation in RDN-CS (less
than 0.5 percent) compared to the more sever degradation in
U-NET (close to 2 percent).

IV. CONCLUSION

A novel domain enriched network is proposed for seg-
mentation of bone structures in μCT images that excels in
all training regimes. This is achieved by designing a special
representation layer that is capable of extracting discriminative
features, thus allowing for the effective delineation between
bone and non-bone structures. A novel discriminative-features
regularization constraint is employed in the learning of these
filters to accomplish the aforementioned task.
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